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1 Executive Summary

The overall mandate of the working group was stated as follows:

· Recommend policies for allocating resources to experiments.  Suggest how the allocation process should be implemented, including a request and review process as necessary to ensure fair allocations within the guidelines of the funding agencies.  

· Determine common metrics for allocating and accounting usage of various resources. 

· Agree on the LCG-1 infrastructure and responsibilities: 

· Recommend the services and resources to be provided by each site 

· Recommend the relative responsibilities of the site and the LCG teams – where is the boundary between site responsibility and LCG? 

· Recommend responsibilities for the operation of common services 

· Recommend an overall schedule for rolling out the infrastructure and computing resources for LCG-1. 

This document addresses the main points specified in the mandate almost entirely in reverse order.  Based on a number of observations made by the working group in the course of its process and described more fully in the Introduction, we have formulated 19 recommendations for consideration by the GDB. 

It became apparent that there are a very large number of unknowns in every aspect of identifying, including, allocating and accounting resources for LCG-1.  A tentative schedule for including various sites in LCG-1 has been formulated. It is extremely aggressive and subject to delays because of many unknowns ranging from software bugs to later than expected delivery of hardware.

It also became clear that, for many of the above questions, it is simply too soon to formulate a recommendation.  So one clear recommendation is that the process of understanding how to track, measure and allocate resources and services and assign responsibilities needs to continue.  

At the same time a system architecture, extended GLUE schema, enhanced middleware information services, enhanced middleware scheduling capabilities all need to be worked on before much can be done in the way of dynamic resource allocation.  
Adequate levels of support must be provided by sites joining LCG-1; the level required seems to be underestimated by many sites.
Common metrics need to be developed, perhaps as a separate activity. Realistic criteria for success need to be formulated by the experiments. 

Policies that underline the intention of the LCG project to include diverse resources need to be clearly stated and a tape policy needs to be published. 
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3 Introduction

The LCG Resources Working Group spent quite some time discussing what is LCG-1?  

Working group 3 put forward a proposed definition for LCG, but that was not specially illuminating in the context of our mandate. 

The goal for LCG-1 is clear and agreed by all – to get a real production quality Grid running that experiments may use to do their real work and that will serve to advance us one step closer to the LCG that needs to be in place in 2007, by providing many valuable lessons. 

The path to the goal from a few dedicated systems at each participating site, to a full-fledged production service is somewhat less clear.  All sites however pledged to move along that path as quickly as possible and (in cases where resources are dedicated to LHC) to include all, or almost all of their available resources in LCG-1 as soon as practical.  The experiments all stated that they are firmly committed to use LCG-1.
The working group met several times and also conducted a survey of each experiment and most of the regions/sites involved in LCG-1.  This survey was conducted using a questionnaire and responses were gathered either in face-to-face meetings or by phone conference. 
Working group discussions, email discussions and the results of the survey form the basis of observations noted in this report.  From these observations we have drawn conclusions and recommendations and then noted issues that remain to be solved. 

4 LCG Resources

4.1 Resources available

Observations: 

The table shows a snapshot of the resources expected to be available during the first quarters of 2003 and 2004 for the regional centres that have confirmed resources for LCG-1.  This illustrates the ramp-up in resources for LCG-1 during 2003.  Further details and specifics during each quarter can be seen on the web at http://cern.ch/lcg/peb/rc_resources .  This web-based information is kept updated as centres confirm their resources and join LCG-1.

	

	Year
	Country
	CPU capacity (KSI2K)
	DISK capacity (TB)
	LCG SUPPORT (FTE)
	TAPE capacity (TB)
	

	2003
	CERN
	600
	125
	14,0
	1100
	

	 
	Czech Rep.
	25
	3
	2,5
	5
	

	 
	France
	140
	27
	6,6
	180
	

	 
	Germany
	94
	14
	8,0
	27
	

	 
	Holland
	70
	2
	4,0
	8
	

	 
	Italy
	276
	36
	12,0
	30
	

	 
	Japan
	20
	5
	2,0
	50
	

	 
	Poland
	63
	4
	5,0
	14
	

	 
	Russia
	56
	11
	6,0
	5
	

	 
	Taiwan
	75
	10
	4,0
	60
	

	 
	UK
	800
	211
	24,0
	160
	

	 
	USA
	770
	90
	11,9
	391
	

	Totale 2003
	 
	2989
	538
	100,0
	2030
	

	2004
	CERN
	1200
	280
	19,0
	1600
	

	 
	Czech  Rep.
	60
	5
	2,5
	5
	

	 
	France
	420
	81
	10,2
	540
	

	 
	Germany
	207
	40
	9,0
	62
	

	 
	Holland
	124
	3
	4,0
	12
	

	 
	Italy
	507
	60
	16,0
	100
	

	 
	Japan
	220
	45
	5,0
	100
	

	 
	Poland
	86
	9
	5,0
	28
	

	 
	Russia
	120
	30
	10,0
	40
	

	 
	Taiwan
	220
	30
	4,0
	120
	

	 
	UK
	1780
	455
	24,0
	300
	

	 
	USA
	801
	176
	15,5
	1741
	

	Totale 2004
	 
	5745
	1214
	124,2
	4648
	


· An important issue not reflected in the table is the availability of support.  During the phone conferences it was clear that not all centres expect to have 24x7 support (or even on-call support) for LCG-1 for some time.  In the early stages of deployment this will not be a problem, but as LCG-1 becomes a production service this is potentially a serious problem for a global operation.  Experience in EDG and other grid deployments have shown that responsive support is essential in running a production grid.

· Not all Tier 2 centres have clearly defined or negotiated access to tape resources.  This should be clarified before those sites join a production service of LCG-1.  It cannot be assumed that CERN can always act as the default Tier 1.

· The quoted disk resources are not consistently quoted from site to site.  Often it includes local disk on the compute nodes, some sites exclude data staging space while others include it.  

· Networking bandwidth and accessibility really does not seem to be seen as a problem at all.  Sites that have lower bandwidth connections currently, all have plans to upgrade as the need is demonstrated.

· The move from a few dedicated LCG-1 systems at a site to using the full resources will be driven by demonstrating stability of the LCG-1 service, and in coordination with the experiments.

· Many smaller centres have not yet thought through their local resource allocation policies and procedures, and so do not have mechanisms for allocation or reallocation of resources between experiments.

· Many centres are running clusters that are shared between several different grids and non-grid users.  In some locations there are both HEP and non-HEP users.  As far as possible LCG should strive to achieve a model of LCG-1 as a service layer interface to a shared cluster with minimal requirements on what has to be installed on the worker nodes of the cluster.

· It was clear from the phone conferences that there are differing views of what the level of granularity of provided resources is.  The US model is that they will commit a certain level of resources, but the details of how much is located at each Tier 1 or Tier 2 centre is an internal US issue.  Russia does not have a Tier 1 centre, but provides a group of collaborating Tier 2 centres, although they have planned for tape resources to support their needs.
Recommendations: 

1. In order that the deployment process is well controlled and sites are well configured, the process of adding sites to LCG-1 must be well managed.  We propose that initially sites should join one at a time working together with the LCG Deployment teams.  Once the Tier 1 centres have gained experience they can then assist their regional Tier 2 centres to join LCG-1.  

2. 
3. Interoperating with existing grids and on mature clusters with non-grid users will be essential for LCG-1 in the medium term.  We may have to live with some dedicated resources in the short term, however  LCG-1 should endeavor to be a layer of services with well defined interfaces to a cluster.
4.2 Deployment

Observations:

Many regional centres are eager to join LCG-1 as early as possible.  However, due to the complexity of the grid middleware and its configuration, the actual deployment and installation must be done in a very well controlled manner, especially for the first few sites while the deployment and installation process is debugged.  A reasonable model that is acceptable to most centres we have discussed this with is the following.  Initial deployment of the middleware will be to one site at a time, focussing on the larger Tier 1 like sites that have sufficient support staff to be dedicated to this deployment process and then to act as a resource to their regional Tier 2 centres.  Once LCG-1 has been deployed to a handful of Tier 1 centres, then those centres can provide support to the Tier 2 centres.  In this way Tier 2’s in many regions can be brought on line in parallel.  This process provides both a level of control in the early stages, but also addresses the needs of the centres to join LCG-1 in a reasonable time.  However, it is essential that all centres provide an adequate level of support during this process.

Recommendations:    

4. As far as possible sites that are members of LCG-1 at the early production stage (July 2003) should provide at least 16 hour/day on-call support.

5. The table is a proposed scheduled for initial deployment of LCG-1.  It attempts to ensure that all 4 LHC experiments have adequate resources provided.  The desire is to add centres incrementally during the first half of 2003, to reach a situation in May where the initial LCG-1 service is distributed over 6-7 regional centres in 3 continents.  Once the initial service is launched, Tier 2 centres should be added using the experience from their regional Tier 1 (or equivalent) centre.  The actual timetable for that stage should be defined in the light of experience. The schedule for deployment during the second half of 2003 should be updated in June-July in the light of experience and changes of resource and site availability.
	Table 3: Proposed Schedule

	
	Date
	RC
	Experiments

	Pilot-1 start – February 1

	0
	1/2/03
	CERN
	All

	1
	28/2/03
	CNAF, RAL
	All

	Pilot-2 start – March 15

	2
	30/3/03
	FNAL
	CMS

	3
	15/4/03
	Tokyo
	Atlas

	4
	30/4/03
	Karlsruhe
	All

	5
	7/5/03
	IN2P3
	All

	6
	15/5/03
	BNL
	Atlas

	7
	21/5/03
	Russia (Moscow),

Taiwan
	All

	LCG-1 Initial Service start


6. 
Issues:  

· This is clearly a very aggressive schedule.  There will undoubtedly be problems and regular upgrades and improvements to the middleware during this deployment should be foreseen.

· Tier 2 centres not associated with a Tier 1.  There are several Tier 2 centres that do not have tape resources, and that have no formal arrangement with a Tier 1 to provide tape storage.  These agreements need to be forged and put in place before those centres can be productive.  It cannot be assumed that CERN will act as the default Tier 1 for all unassociated Tier 2.

5 LCG Services

5.1 Services and Architecture

Observations:

LCG-1, more than a collection of resources, represents a set of services that the LHC experiments will use to get their work done. At this point in the development of a deployment plan for LCG-1 there are many unknowns. Based on the report from WG-1, that attempts to specify the middleware components to be used, we cannot, at this time, specify exactly which services will be run or, in some cases, which components will be selected from among several alternatives still to be evaluated.  Some current services are only expected to work well, or at all, if they are singleton services LCG-wide. However, other candidate components may remove that restriction. The issue of whether there is then one grid or several experiment-specific ones is therefore not so simple to answer without a better understanding of the limitations of the available middleware. It is clear that the ultimate goal is to have one LCG, with all jobs able to run at all sites, restricted only by policy decisions or lack of resources based on allocation priorities.  

Recommendations:

7. We recommend that a System Architecture Team or Taskforce be formed (of people from both the Grid Technology and Applications areas of the LCG project) and an overall system architecture evolved into which the various services provided by the middleware components may be plugged in in a well-defined way.  Through this we may better understand issues related to scalability (how many services of each type may run and where), interoperability (EDG, VDT and other components) and robustness and error recovery (dependencies of services on each other and on underlying fabric services will be more clearly spelled out). This will also go a long way towards the desirable longer term goals of defining interfaces rather than components.  Simple pass-through or stub services could be put in place while middleware providers work on providing additional functional components. 
Issues:

· There are several attempts at architecture from PPDG/GriPhyN, from EDG, from the Experiments.  Some of these are closer to application architecture than system architecture. They may be somewhat incompatible in their conceptual designs. Much work will need to be done to align everyone. 
· Error handling and fault tolerance can only be successfully addressed once an overall system architecture is agreed upon. 
5.2 Identified Middleware Services

Observations:
· Virtual Organization Service  (assumes underlying CA, registration, authentication services exist) 

· Several possibilities being investigated 

· Recommendations for which/how under the purview of WG-3, although WG-1 appears to have made some recommendations in this area?

· Replica Service

· Relies on Replica Catalog server

· Relies on (or should rely on) other services such as Storage Services, or simple file transfer services

· Storage and Data caching/handling services 

· No standard components agreed on yet – sorely needed! 

· Resource Discovery and Job Scheduling and Execution services (Resource Broker ++)

· Limited initial functionality

· Publication of static and dynamic information about the site or the Grid

· Some functionality in recommended Middleware (from EDG) but not enough. Some publication may have to be done “by hand”

· MDS with the GLUE schema as the underlying service

· Monitoring Services

· Is it enough to run these at one (or more) operations centers? 

· Experiment-specific Data Provenance and “Virtual Data” services

· Experiment-specific Job/workflow scheduling and execution services

Recommendations:

8. In the early stages of deploying LCG-1, since the overall architecture is unspecified and the optimal use and deployment of services unclear, we recommend that the minimum numbers of servers for each service be run initially: in some cases one at CERN only, or one at CERN, one in the US and one in Asia, or one for each experiment.  However, since operational experience will guide the deployment we may need to move rapidly to wider deployment of many services in multiple locations.
9. A yet-to-be-formed group of technical representatives from each site or Grid operating as part of LCG-1 should make day-by-day decisions about which services should be deployed where in order to meet the goals of the particular LCG-1 environment (development, integration or production).  This needs “operations specialists” to be identified at sites to work with core team “operations” people in LCG at CERN. 
Issues:

· Who are these folks and how do they balance the possibly divergent interests of  the experiment users, the site or Grid involved, and the other sites?  Clearly this cannot be a GDB working group since decisions may need to be made on an almost-daily basis. 
5.3 Hidden Information Services

Observations:
At minimum the following databases will have to be available in one or more places. They must be high availability, backed up, preferably with fail-over since important services depend on them.  

· MDS catalog (or equivalent)

· Replica catalog

· VO databases 

Recommendations:

The same recommendations as for section 5.2 apply

A tentative suggestion for initial database placement and support is in the following table. 
Issues:
5.4 Services needed for scheduling and allocating resources

In order to proceed further with any dynamic scheme for scheduling resources, or even with a manual process for high level allocation, we must assume that certain minimum services to provide information in a standard form are in place and furthermore are actually used by each site or Grid that is part of LCG-1.  

Observations:
Most sites interviewed had very little idea how they would actually be able to publish the  information needed.  This is work that has to be done by each site, based on their fabric, and it is not clear that the effort for this has been understood or identified at every site. Information necessary for allocating resources at a high level between different experiments is not yet supported in the GLUE schema.  The current tools almost certainly do not support a set of sites together publishing information about their collective resources, as would be desirable for US sites as well as those in Russia, and probably Italy, not to mention those places where the resources that are brought to the table are from the outset expected to be themselves part of a Grid (e.g. Sweden).  

Recommendations:

10. Despite limitations of the middleware, each site or group of sites that belongs to LCG-1 must agree to somehow publish a minimum set of information about either the static or dynamic attributes of their resources.  It is important that this is made a requirement of entry into LCG-1, so that increasing functionality for resource scheduling and allocation may be brought on incrementally in a coherent way.  Such information will be needed for each of the development, integration and production environments of LCG-1. 

11. Some early minimum set of information (related to resource policy, and allocation by experiment) must be specified soon so that sites can figure out how to get that information from their fabric, or can write site-specific tools to keep the information up to date in MDS, even if deployed middleware components cannot support this initially.   
Issues:
· Who is responsible for this?  How? The GLUE work was done by volunteer effort from various Grid projects!  This sounds like an extension to the GLUE schema. 

5.5 Responsibilities 

Observations:
Since we cannot, at this time, specify clearly which services should run at which sites it is premature to hammer out details of who is responsible for a particular service and where the boundaries of responsibilities for common services lie between the site and the LCG-1 team. 

Recommendations:

12. The LCG team, in informal collaboration with identified individuals from the selected sites relevant for a particular services, will take on responsibility for running the service initially.  We will need more formal agreements for operations eventually (perhaps starting in 2004?) - -see WG-4 for how this is proposed to be carried out.  

Issues: 

· Mainly “is this going to work”? 

6 Resource Allocation

6.1 Allocation processes
Observations:
Resources may be “allocated” to experiments on three separate levels. 

At the first level each experiment plans for data challenges that involve specific numbers of events to be processed through the entire data processing and analysis chain. The experiments make estimates of the amount of CPU and storage resources that this processing will take.   The decision to “allocate” an adequate number of resources and to support a particular experiment’s requirements for its data challenge (and eventually all its physics data) lies with the LHCC, the Computing RRB, and other CERN oversight mechanisms that balance physics goals against overall resource requests. 

Since, in the next few years, there may not be adequate resources for all experiments to simultaneously engage in a data challenge it is envisaged that during certain time periods (on the scale of weeks/months) a particular experiment may be given priority at a particular center or even may be given access to resources at a center that it normally does not use, on the basis of expectations of reciprocal favorable treatment for other experiments at a later time.  At the moment we see no “Grid” mechanisms in place, other than purely administrative ones, based on planning and negotiation by individual experiments with individual centers, for reaching these types of agreements.  The results of such agreements will need to somehow find their way into the published data of a site or set of sites, for use by grid middleware components involved in resource discovery and scheduling of jobs.  We do not understand how that will be done at the present time  - see discussion on metrics below. 

The third and most fine-grained level of resource allocation is that which will be performed on a minute by minute or hour by hour basis, using Grid middleware components, as part of the process of dispatching jobs/workflows to appropriate sites for execution.  

The aim for LCG, in the long term, is to permit any experiment to use any grid resource that the resource owner agrees is a valid use of that resource, subject to local allocation decisions. 

In surveying both experiments and sites we have found that there are many different ways in which an experiment currently secures the use of resources at a particular site. In some cases it involves going through a formal request and allocation process at the site.  In other cases resources to be included in LCG are dedicated and controlled by a particular department within an institution.  There is no uniform metric for the amount of resources allocated.  In many cases sites have only just started to think about tape storage as a significant resource. We found that some Tier 2 sites have no tape storage system capability and have, as yet, no arrangement with a Tier 1 site to provide that. We found that in many cases allocation of disk between local users and Grid users has not yet been considered.  We found that in most cases the way in which resource allocation decisions made through allocations bodies, at large shared centers, are implemented is through use of a batch system.  We see little (no?) sign of attempts, as yet, to consider fair shares of resources such as robotic tape devices, or network bandwidth, as part of an overall allocations process between different experiment groups or local users. 

Despite the rather primitive resource allocation capabilities at sites and the equally primitive capabilities of the current Grid Middleware we found that some experiment expectations for the power and granularity of the allocations process were very high. To quote from CMS in response to the question “Do you find that there is information missing in the “Glue” schema?  What accounting information do you need to see on the use of resources?:-

“Need to limit resource usage by group, sub-group (but not exclude) from official data challenges.  This need is like LSF hierarchical fairshare.  Need sub-groups in VO’s and has to be understood by RB etc.  In addition must be able to publish (to MDS or etc) experiment-related information to indicate if a site is qualifieid for CMS-xxx type jobs.  Accounting in support of all this.

We consider the glue schema an internal detail of the middleware. The high level behavior we expect from the system is the one presented in the HEPCAL document.  In particular on LCG-1 we expect that there will be the possibility to limit the resource usage by people not participating to official data challenges without excluding them from the grid system. It should be possible to publish some application-defined information without being the site administrator (e.g. is this site validated by CMS to run jobs of type x?). Traversal times are presumably dependent on who (Central CMS production, An authorized CMS “group”, a “random” CMS user …) is asking for the job? How is this specified? There are presumably different sorts of queues? How is this information communicated?
We suppose that some sub-accounting measure along the lines of the three user-types above would be desirable.”

Recommendations:

13. No new allocations bodies should be invented for LCG. No central LCG Cocotime! 

14. Allocation of resources will be by VO, not by individual user. 

15. For LCG-1, allocation of resources at a site to a particular VO, that is outside of the normal fair-shares for the VO, will have to be arranged between the experiment and the site and carried out administratively somehow.  

16. A great deal more work is needed to figure out what is really required to dynamically allocate resources between different VOs, or even sub-groups of VO’s, in a manner that respects the autonomy of the individual centers to allocate resources according to their site processes and to their funding agency’s expectations.  

Issues:
· Many. Some of this is part of the research agenda of Grid projects and developments will be needed to fulfil the promise of the Grid in this regard. 

6.2 Metrics

Observations:
Metrics are needed for several different processes: -

· Description and measure of resources being contributed to LCG-1.Need some agreed units. 

· Allocation of resources. 

· Measurement of actual use of resources. 

· Criteria of the experiment for success of LCG-1 

We found that no uniform units of measurements are used for allocation of resources and that only the most basic resources such as CPU usage, disk size, job size, numbers of jobs, are currently in use as part of the allocations processes. Basically no site appeared to use anything more than the features of its local batch system for dynamic resource allocation, with disk allocated statically.   In some cases no units of measurement have been identified at all.  

As stated elsewhere in this report we found much confusion on the issue of tape storage – how much is available, who pays for it, and where will it be for those Tier 2 centers that do not themselves have tape storage capability? 

When we asked four different experiments for their criteria for success (how will they know if LCG-1 is working “well” for them) we got four completely different answers. They were as follows: 

· (ATLAS) Level of lost jobs and crashes, but the chain is complex and many things can go wrong.  Metrics to be thought about, but for example fraction of user-level jobs that have to be touched after submission.

· (CMS) Especially manpower requirements (Reference point is Spring 02 production).  Expect quantitative measures such as latency, performance of data transfer, efficiency of distributing jobs, etc.  Establish criteria together with LCG in early Fall 03.

· Even though some evaluation of the LCG-1 prototype may happen during the pre-challenge production (Q3Q4 2003), the true data challenge DC04 runs in Spring 2004. There will be a T0-like phase at CERN, that depends little on LCG1 (except for publication of data). The real test of LCG1 comes in the data distribution and analysis phase. In this phase we expect all work to be running in LCG1. We will establish quantifiable measures such as:Latency to coordinated replica catalogs; performance of data transfer tools(TB/day); efficiency to distribute jobs to data locations and return results; time to perform various calibration and analysis tasks; etc.  The manpower requirements will also be an important measure of the success, and we have  a clear reference point from the 2002 Spring production with which to compare. These measures will be established in fall 2003 in collaboration with the LCG
· (LHCb) Have to set EDG targets (and will do for LCG) – based on for example CPU usage relative to their efficiency of using LXBatch.

· (ALICE) Metrics, yes but not clear what yet.  Prefer to set high targets – such as less than 1% of middleware commands that fail.  Intrinsic metric – better or worse than AliEn – but what does it mean?  Have to be very clear what is measured (eg. Compare storage elements or other direct comparisons).

Recommendations:

17. Work on developing common metrics and on  “translations” from local units of resource measurement to common units may be needed.  This might merit a working group of its own.  However, it is too soon to address this with any urgency for LCG-1 and presumably much will be learned during the deployment of LCG-1. 

18. We probably need to consider a simplified “work done” metric to measure the overall value of the services provided in aggregate, never mind how many specints, how much disk cache, and how many tapes were available.  This may mean that the experiment jobs themselves need to be instrumented in a uniform way to collect this information.

19. Experiments need to clearly state, in some measurable form, their criteria for success for LCG-1. Otherwise success must be guaranteed (by definition) else it may not be perceived, as there are bound to be plenty of problems. 

Issues:
· Lots of hard problems – as noted above in section 6.1 

· Some of the experiment expectations appear to far exceed anything that is possible today with the generic middleware components being selected for LCG-1

7 Policies

7.1 Policies needed 

Observations:
The path to deploying a first LCG lies along a fine line that is drawn between opposing forces such as: -

· Goal to get things working reliably very soon driving specificity and a lab environment of “clean” and sequestered resources  versus  Goal to be broadly inclusive of resources worldwide that people may bring to the table. 

· A desire to demonstrate and realize some of the “promise” of the Grid  versus the difficulty of doing so with immature middleware and system architecture

· A desire by the experiments to support and use LCG-1 resources, with a hope that it will prove easier and more convenient than using resources available in conventional ways  versus a clear statement by the experiments that their absolute priority is to get their data challenge done and they will do that by whatever means they have to. 

Several institutions are bringing resources to LCG-1 under a strong Grid banner. They need LCG-1 to include them and use those resources if they are to continue to be successful in getting funding for this endeavor.

Some sites have restricted environments for working based on security policies in place. 

All of the Grid projects want to see the results of their work used and developed further.

As stated elsewhere in the report there is some confusion about tape policies, especially with regard to charges for tapes. 

Recommendations:

20. We recommend that a strong statement of policy be made by the LCG to make clear that its long-term intention is to be as inclusive as possible and to move towards a system where there are interfaces to existing clusters, large centers, regional Grids as well as LHC dedicated resources, that minimize the requirements placed on worker nodes.   

21. We recommend that an overall LCG policy on tape charges be developed. 
Issues:
· None at all ! 

8 Appendices

8.1 Questionnaire to Experiments and to Sites/Regions

Center Resources information 

1. LCG-GDB  is proposing that, in the interests of simplicity and making things work robustly, resources offered by centers when they join the LCG-1 grid will be dedicated to LCG-1 alone, with specific OS systems, patch levels, versions of Grid middleware installed on the systems, as mandated by LCG.  

a. We assume that a few nodes and some amount of disk will be provided to LCG-1 when you first join.  How do envision transitioning to providing all of the resources listed in the GRT to LCG-1 once LCG-1 has demonstrated a level of availability?

b. Will the resources provided for LCG-1 be available continuously 24x7? 

c. What level of additional resources (to that listed in the GRT) might potentially be available for LCG-1 to use, when not in use by others, if the infrastructure could be made compatible? 

2. In the GRT tape and disk resources are listed

a. What mechanisms do you have in place to ensure that experiments using your center have adequate tape storage for their needs?  

b. Is a certain amount of disk to be allocated for LCG-1 use? For specific LHC experiment use?  or for scratch disk space use during the running of jobs? 

c. Do you think there is adequate network bandwidth into your site? Do you think there will be contention for network bandwidth among experiments using the center. 

3. What batch systems and other mechanisms do you have in place in order to share LCG-1 resources at your center between multiple LHC experiments (if indeed your center supports > 1 expt)

a. Which Batch system is in use?  

b. What Mechanisms do you use for fair-shares of resources? (such as administrative decisions, batch queue parameters? Dynamic or static partitioning of physical machines? Static allocation of disk? )

4. How does an experiment request use of resources at your center? 

a. What body is in place to grant the request and how does the process work?

b. How does the funding agency interact with this experiment request to provide the resources? 

c. Is your center willing to deliver resources to an experiment which has no formal agreement with you?  Under what conditions? 

d. If some “LHC allocations body” were to request that (for some time period) additional LCG-1 resources at your site were to be allocated to experiment X, sharing how would that interact with the processes and agreements described in a) and b) above? 

e. Similarly, if there were a request to temporarily change the sharing of resources between experiments at your centre in order to achieve a global optimization, how would that interact with the processes and agreements described in a) and b) above? 

f. Is there an option to use resources opportunistically, given a compatible software infrastructure?

g. Is there an option to provide resources to an experiment not formally supported by your centre?

5. It is assumed by LCG that each center will “publish” information about the nature and availability of its resources in the format of the common Glue schema and provided by the standard information services that will be part of the recommended middleware.  Are you able to do this?  Are you able to do this in a way that could be used by a Resource broker for minute-by-minute scheduling decisions? 

6. What experience and expertise does your center have in using VDT, EDG software, and other Grid tools? 

7. Are you happy with the draft schedule proposal for bringing up centers as part of LCG-1? What would you like to see done differently, if anything? 

Center Metrics information 

1. What units are used for allocation of resources at your center (Specint2000? number of nodes?, amount of disk?, TB of tape? ) and what is the granularity for resources allocation (hour/day/month? )

2. What units are used for accounting actual resources used and what external reporting requirements do you have?

3. What additional metrics do you consider will be relevant for Grid computing? (Such as network bandwidth consumed?  Tape bandwidth to/from disk?)

Center Grid modus operandi

In some regions both Tier 1 and Tier 2 centers are planned for.  These centers naturally work together on building a Grid infrastructure and together may provide a contribution of resources for that region, to the LCG.   

In other regions centers may be involved in national or local Grids, or even International Grid testbeds and activities. 

1. It is proposed that the Tier 1 or other national or regional “reference centers” such as those listed in the detailed schedule table above first join LCG-1.  In that process those centres will gain a level of expertise that they can then use to support and assist their other regional Tier 2 (and other) centres in deploying the LCG-1 infrastructure and subsequently joining LCG-1.  In this way the deployment of LCG-1 can proceed simultaneously in several regions once the deployment process has been proven and understood in the “reference” centres.  Is this proposal a model that would make sense for your region? Your centre? For example if you were such a reference centre will you have the effort available to provide such a level of support?  

2. If your center is a Tier 2 center – do you have an arrangement with a Tier 1 (not CERN) to store all data produced at your center? 

3. Will your center be participating in several different Grids?  What problems does this bring, if any? 

Experiment Model for use of LCG-1 

We hear that experiments will use computing resources available for LHC worldwide, in order to get their data challenges done with or without Grid, with or without LCG-1.  We also hear that some experiments already have test grid environments on which they are doing real work.  

Making LCG-1 a real production Grid is based on the assumption that people will use the emerging LCG-1 grid infrastructure to get real work done. 

1. Does your experiment have an emerging test grid infrastructure that has been used to do real work? 

2. Has your experiment used, or does it plan to use, a test grid infrastructure that is provided by others (e.g. EDG, iVDGL, UK-GridPP, other regional Grid)? 

3. What is the process for your experiment to align its existing distributed software infrastructure, or emerging Grid software with the mandated middleware of LCG‑1?  Will there be a period of incompatibility where experiment-specific software requires different middleware and OS infrastructure to LCG-1?   How long do you see this continuing before converging? 

4. Does the experiment build different versions of its software to run in different environments and different centers? 

5. Will the experiment keep production statistics for how many events have been produced at each site using non-LCG-1 resources, and how many using LCG-1?

6. On what basis will the experiment judge whether LCG-1 is successful and provides a robust Grid environment to work in? Will there be some metrics to get a sense of this from the very early stages of use of LCG-1 through to mid-2004? 

7. Do you find that there is information missing in the “Glue” schema?  What accounting information do you need to see on the use of resources? 

8.2 
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Center Resources information 


1. LCG-GDB  is proposing that, in the interests of simplicity and making things work robustly, resources offered by centers when they join the LCG-1 grid will be dedicated to LCG-1 alone, with specific OS systems, patch levels, versions of Grid middleware installed on the systems, as mandated by LCG.  


a. We assume that a few nodes and some amount of disk will be provided to LCG-1 when you first join.  How do envision transitioning to providing all of the resources listed in the GRT to LCG-1 once LCG-1 has demonstrated a level of availability?


b. Will the resources provided for LCG-1 be available continuously 24x7? 


c. What level of additional resources (to that listed in the GRT) might potentially be available for LCG-1 to use, when not in use by others, if the infrastructure could be made compatible? 


2. In the GRT tape and disk resources are listed


a. What mechanisms do you have in place to ensure that experiments using your center have adequate tape storage for their needs?  


b. Is a certain amount of disk to be allocated for LCG-1 use? For specific LHC experiment use?  or for scratch disk space use during the running of jobs? 


c. Do you think there is adequate network bandwidth into your site? Do you think there will be contention for network bandwidth among experiments using the center. 


3. What batch systems and other mechanisms do you have in place in order to share LCG-1 resources at your center between multiple LHC experiments (if indeed your center supports > 1 expt)


a. Which Batch system is in use?  


b. What Mechanisms do you use for fair-shares of resources? (such as administrative decisions, batch queue parameters? Dynamic or static partitioning of physical machines? Static allocation of disk? )


4. How does an experiment request use of resources at your center? 


a. What body is in place to grant the request and how does the process work?


b. How does the funding agency interact with this experiment request to provide the resources? 


c. Is your center willing to deliver resources to an experiment which has no formal agreement with you?  Under what conditions? 


d. If some “LHC allocations body” were to request that (for some time period) additional LCG-1 resources at your site were to be allocated to experiment X, sharing how would that interact with the processes and agreements described in a) and b) above? 


e. Similarly, if there were a request to temporarily change the sharing of resources between experiments at your centre in order to achieve a global optimization, how would that interact with the processes and agreements described in a) and b) above? 


f. Is there an option to use resources opportunistically, given a compatible software infrastructure?


g. Is there an option to provide resources to an experiment not formally supported by your centre?


5. It is assumed by LCG that each center will “publish” information about the nature and availability of its resources in the format of the common Glue schema and provided by the standard information services that will be part of the recommended middleware.  Are you able to do this?  Are you able to do this in a way that could be used by a Resource broker for minute-by-minute scheduling decisions? 


6. What experience and expertise does your center have in using VDT, EDG software, and other Grid tools? 


7. Are you happy with the draft schedule proposal for bringing up centers as part of LCG-1? What would you like to see done differently, if anything? 


Center Metrics information 


1. What units are used for allocation of resources at your center (Specint2000? number of nodes?, amount of disk?, TB of tape? ) and what is the granularity for resources allocation (hour/day/month? )


2. What units are used for accounting actual resources used and what external reporting requirements do you have?


3. What additional metrics do you consider will be relevant for Grid computing? (Such as network bandwidth consumed?  Tape bandwidth to/from disk?)


Center Grid modus operandi


In some regions both Tier 1 and Tier 2 centers are planned for.  These centers naturally work together on building a Grid infrastructure and together may provide a contribution of resources for that region, to the LCG.   


In other regions centers may be involved in national or local Grids, or even International Grid testbeds and activities. 


1. It is proposed that the Tier 1 or other national or regional “reference centers” such as those listed in the detailed schedule table above first join LCG-1.  In that process those centres will gain a level of expertise that they can then use to support and assist their other regional Tier 2 (and other) centres in deploying the LCG-1 infrastructure and subsequently joining LCG-1.  In this way the deployment of LCG-1 can proceed simultaneously in several regions once the deployment process has been proven and understood in the “reference” centres.  Is this proposal a model that would make sense for your region? Your centre? For example if you were such a reference centre will you have the effort available to provide such a level of support?  


2. If your center is a Tier 2 center – do you have an arrangement with a Tier 1 (not CERN) to store all data produced at your center? 


3. Will your center be participating in several different Grids?  What problems does this bring, if any? 



