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Report from the PEB – SC2 Meeting 8 March 2002

1. Progress towards a compatible US-European Grid Environment

Following the February SC2 meeting the LCG position on inter-operability of European and US Grid testbeds was presented at the HICB (HENP Intergrid Collaboration Board) meeting in Toronto on 17 February: 

· support for the GRIT initiative of the HICB's Joint Technical Board (JTB) to define common middleware and interoperable infrastructure for HEP grid projects on both sides of the Atlantic

· priority for GRIT should be a common solution, using interoperability only where this is not possible;

· requesting the HEP Grid projects involved to agree to deploy the results of GRIT as early as possible, to enable a single Trans-Atlantic Grid to be deployed for physics data challenges.

The discussions at the meeting showed general agreement on the principle of GRIT, but there was considerable difference of opinion on what this means in detail. The discussion continued the following day in the JTB and the corridors of the Global Grid Forum (GGF4). Larry Price proposed a summary of the agreement (attached, see Annex 1), a significant part of which is the renaming of GRIT to GLUE (Grid Laboratory Universal Environment). The new name emphasises that GLUE is an activity that will result in the definition of a common or interoperable environment, and not the operation of yet another testbed. The GLUE environment, when defined, will be deployed by Grid projects on their own testbeds. 

The different goals and funding mechanisms of the various Grid projects and their relationships to LHC and other applications groups make inter-working and collaboration difficult, and considerable further discussion of what this means for the different projects has taken place. Peter Clarke has written a good summary of the practicalities of the collaboration (attached, see Annex 2). 

On the European side, DataTAG funding is available for GLUE and the later deployment of a compatible Grid testbed within the Datagrid environment. At the DataTAG meeting this week in Paris a credible workplan was presented. On the American side, iVDGL will fund the required effort, but has not yet engaged the necessary staff. There is an iVDGL/GriPhyN meeting on 24-26 April.

Conclusions: 

a. there is a will to create compatible testbeds on both sides of the Atlantic;

b. coordination across these varied and complex projects is  not straightforward.

2. Prototype Capacity and Usage Guidelines

The Project Execution Board agreed on a new profile for the LCG Prototype, assuming that Phase I of the project will be extended into 2005, and taking account of the priorities of experiments and the equipment already purchased.  In summary, the capacity foreseen for 2002 will be maintained, but the only increase of capacity in 2003 will be in the area of tape i/o bandwidth. Thereafter the capacity will increase over the following two years to reach a peak at the beginning of 2005. The revised final capacity takes account of the reduced number of components that will be required in the final Phase II system if the accelerator start date is delayed.

A set of guidelines for scheduling the prototype equipment has been prepared, to ensure that the LCG test programme is given priority, while enabling spare capacity to be used to augment the production capacity of the CERN LXBATCH service. These guidelines are documented – see the PEB document page: http://www.cern.ch/lcg/peb/documents.  These guidelines are particularly important as the CERN budget cuts in 2002 have reduced significantly the funding available for production capacity for LHC experiments. This is a very serious development, as the funding of Phase I of the LCG project at CERN is based on the assumption that the funding at CERN for LHC from the base budget is not reduced and indeed evolves as shown in the Council paper (CERN/2379/Rev.). The current situation, where there is still substantial missing funding for Phase I, and the base funding for LHC is reduced, will have to be discussed at the first meeting of the POB.

3. Other activities

Torre Wenaus has prepared a list of possible areas for RTAGs and an associated timeline (priority list), distributed for comment to the experiments. 

David Foster has completed an initial analysis of the fabric management situation – to be presented at the workshop.

The recently announced evolution of the Globus strategy towards a Web Services architecture (http://www.globus.org/research/papers/ogsa.pdf) will have significant implications on all of the HEP-related Grid projects, which are firmly based on Globus middleware. There is significant industrial support for the OGSA architecture, but it will take some time for the full implications of this to become clear. In the meantime, it is important that we move ahead getting experience of deploying and using the current Grid middleware.

Annex 1

GLUE agreement - 19 February 2002 (Larry Price):

GLUE, as the interoperability activity of the HIJTB, will be a collaboration of other data-grid projects, especially iVDGL and DataTAG, which will supply effort.  The HIJTB will encourage the participants to develop an appropriate organization of the work with well defined responsibilities, and will track progress.  GLUE will work to assemble a core of common software components of grid middleware drawn from the European Datagrid project (EDG), GriPhyN, PPDG, and others, designed to become the base middleware of the grids that will be run by each project separately.  One result should be that EDG and GriPhyN/PPDG testbeds will be able to function as a single entity.  GLUE will not necessarily assemble a complete system of middleware, but will choose components to work on that raise particular issues of interoperability or are otherwise central.  As the GLUE collaboration begins to have a usable suite of components working together, experiments will be invited to join the collaboration to build and test their applications with the GLUE suite.  GLUE will work with grid projects to encourage experiments to build their grids using the common grid software components.

Annex 2

GLUE

Further steps in definition

and

discussion of concrete working practices

P.Clarke /  4-3-2002 

I believe that the words written by Larry, as modified by Harvey, represent the best common – and agreed - understanding which we now have as to what GLUE is.

There is, however,  still some ambiguity as to what this  means in concrete terms, in particular as it applies to the actual working interactions between the JTB, DataTAG and the equivalent US effort to DataTAG (called iVDGLTAG for this document).

With reference to the diagram below I would like to suggest that the ambiguity is embodied in the following two questions:

1. Does  GLUE embody anything over and above the combination of HICB/HIJTB/DataTAG/iVDGLTAG (and of course the projects themselves).In other words what, if anything, is in the grey area in the diagram below ?

2. Is there any management remit of GLUE which is distinct from the management already in place for projects funded to work on interoperation (DataTAG and iVDGLTAG being constituted)

From my own understanding the answer to both these questions is NO,  however that may just reflect my own lack of vision.

The purpose of this document is to: 

1. Present my understanding of the roles of the entities concerned and  what actually happens in practice when we consider concrete technical issues.

2. To as a result suggest that there is nothing in the Grey area

3. Invite people to disagree, and through that identify what is missing, i.e. what is in the grey area.

I would only ask this of responses: since we can talk for too long, often pointlessly, in the abstract, please try to be concrete in any response and give examples.
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 [Note: iVDGL as short form for iVDGL/GriPhyn/PPDG throughout this document]

Executive summary

For those who don’t have the time or need to read further, the executive summary of my argument is:

1. The DataTAG and equivalent iVDGLTAG projects are fully constituted and funded projects, with the sole aim of working toward the goal of interoperation of our respective grids. 

2. Those projects necessarily have a clearly defined management structure since they have contractual deliverables.

3. In the case of  DataTAG there is a manager of the relevant work package, with several sub task leaders. In the case of iVDGL this is being defined now.

4. Per definition,  the job of those managers is to organise and manage the work leading towards the deliverables, and the eventual goal of interoperation.

5. Hence GLUE is defined by the programme that those managers will execute, with the aid and help of the HICB and HIJTB.

6. There is no additional structure required.

Definition of bodies and their roles

The bodies and roles are:

DataTAG (WP4)  is a funded project with  a defined management structure , workforce, and deliverables due to the EU.  

iVDGLTAG is assumed to be the same, in that there is effort provided from iVDGL to work on interoperation. The direction of the effort presumably remains under an equivalent iVDGLTAG manager.

HICB carries the authority of the GRID project managements. As such it  sets and agrees policy and discusses and agrees/rejects proposals coming to it from the HIJTB/DataTAG/iVDGLTAG 

HIJTB is the first stop technical forum for DataTAG/iVDGLTAG to  discuss technical issues with all target Grids in the furtherance of solving interoperation problems.  The HIJTB also has the important role of overseeing the technical acceptability of any proposed solution on behalf of DataGRID/iVDGL, and hence eventually recommending that it is adopted.

General method of working at the technical level

I would suggest that  the general method of working would be:

· In close collaboration with the HIJTB the DataTAG/iVDGLTAG managers define a plan and sub-tasks to address all relevant components. This plan includes integrated tests and demonstrations which define overall success.

· DataTAG/iVDGLTAG sub-task managers organise assembling of all input required to address each component of the problem. The HIJTB and other relevant experts form the projects would necessarily be strongly involved, but would not necessarily do any implementation work.

· The DataTAG/iVDGL sub-task managers organise getting the work done using the identified effort within DataTAG/iVDGLTAG.

· At appropriate points the work need to be presented at the HICB who would discuss and agree the solution at a technical level. Iterations take place.

· At appropriate points the evolving solution is presented to the HICB. 

· At appropriate points the final solution is presented to the HICB with (presumably) a recommendation that this is accepted by the Grid projects. When and how a solution should be deployed is a detailed discussion to take place at the time.

I cannot see anything which GLUE is more than the method outlined above, i.e. the respective DataTAG/iVDGLTAG managers planning and executing a programme  in close collaboration with the HIJTB and HICB.

Concrete example 

Many hours of talking in the abstract can often not be as useful as spending a rather shorter time considering what it all translates to in practice for a concrete example.

Technical problem::  DataGRID and iVDGL use different data models for publishing resource information. Therefore RBs cannot work across domains. 

· The HIJTB recognised this and proposed it to be an early topic to address.  In this case it was requested that DataTAG/iVDGL management to pick up on this early on. 

· DataTAG management had in any case already identified this as a sub task, with an identified coordinator. Similarly PPDG has identified a named person  for this component.

· There are a priori many possible solutions, ranging form consolidation to translation at either the information services level (or even the RB level). The managers are therefore  in the process of consulting with  many essential people in order to determine  the optimal solution (e.g. all potential clients of the information have to be happy with any proposal). This is happening now.

· The “group” will meet as often as necessary to progress the task. The group involved does not wait for or rely on HIJTB monthly meetings.

· The actual work gets done by people already in post in DataTAG and soon to be in post in iVDGLTAG.

· The HIJTB has requested a report to be discussed at the next monthly meetings.

... this is where its got to so far.....

· Assume that at some point an agreed common information model is proposed, and has been demonstrated to work within a limited test environment. Then the HIJTB/HICB will discuss if and when to deploy this generally, taking into account the ensuing modifications which will be needed to other components such as the resource broker.....etc.....etc

Conclusion

This document presents my understanding of  roles of and relations between HICB, HIJTB, DataTAG, iVDGLTAG, DataGRID and iVDGL/GriPhyn/PPDG.

It is suggested that the notion of GLUE simply embodies a common sense way of working between the entities listed above. 

If a function of GLUE has been missed, or is not made explicit enough, then readers should respond with concrete examples of the failures for further discussion and clarification of the role of GLUE. Please respond to P.Clarke and R.Pordes for discussion at the next HIJTB monthly meeting.
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