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Executive Summary

The Large Hadron Collider (LHC) represents a leap forward in particle beam energy, density and collision frequency. The extraction of results from the LHC experiments will present a number of challenges in terms of computing, due to the unprecedented complexity and rates of the data, the length of time of the programme and the large geographically distributed communities that will coherently need to operate on these data.

Preparation for LHC computing has already involved substantial R&D activities. The requirements of LHC are so severe, however, that solutions rely partially on the rapid evolution of computing hardware. Realistic prototyping and reliable costing of solutions has been difficult in the past, as the start of LHC was many industry market cycles away. The state of preparations for LHC computing has been reviewed during 2000 and the findings are summarized in the report from the LHC Computing Review Steering Committee.

There are a number of important findings in the review. First, that the start of LHC is now near enough that a technical plan for development of realistic prototypes leading to a pilot service should be put forward. Second, that the agreed upon requirements of LHC experiments can be met by deploying the applications needed by physicists on massive computing fabrics at various geographical sites which will transparently work in a cooperative fashion in the form of an LHC Computing Grid. Lastly, the review has made a first estimate of the global costs of deploying and maintaining the computing for LHC experiments, both in materials and human resources. These costs are substantial, so every effort must be made to refine the techniques used in order to minimize the global cost. In addition, because of the rapid evolution of computing hardware, an installation schedule that follows as closely as possible the plans for LHC commissioning while keeping risks at a reasonable level needs to be developed and refined from the experience of prototyping work.

The CERN Information Technology Division has prepared this Technical Proposal using the recommendations of the LHC Computing Review as input. The proposal is based on the Division’s experience, including participation in substantial R&D for LHC, on information from its Technology Tracking Teams and from expert teams from other divisions at CERN, particularly ST Division, and from general input from collaborating institutes and the LHC experiments that the division has accumulated over the years. It is assumed that collaborating institutions in various countries will plan complementary programs with the aim of achieving the “power plant and transformer” structure needed to sustain the LHC Computing Grid, in the form of a complex of tiered LHC Regional Centres. Therefore, although this Technical Proposal necessarily takes into account the planetary scale infrastructure needed by the LHC, the resource estimates given are applicable exclusively to the activities foreseen to be located at CERN.

This Technical Proposal focuses on a draft programme strongly driven by the yearly delivery of prototypes of increasing functionality, culminating in a pilot service capable of handling the data from the initial operation of the LHC. Parallel developments in three technological domains, namely Application Infrastructure, High Throughput Computing Fabrics and Computational Grids, will be periodically integrated into actual working systems that will be available to the experiments for stress testing and functional verification. The refinement of the objectives and activities and the execution of the programme are foreseen to be managed through a formal project structure, with appropriate advisory bodies to bring the input of the LHC experiments. The draft programme and the resulting resource estimates presented in this Technical Proposal represent a starting point for the LHC Computing Grid Project.

The eventual deployment of a production system based on the prototype and pilot experiences is contemplated making similar assumptions about the LHC startup scenario as were made by the LHC Computing Review. Due to the rapidly changing price/performance of most of the hardware components, the material resource estimates depend strongly on these assumptions, and will therefore need refinement at some appropriate future time.

This proposal also contains an organisational framework for the eventual services that ensures an appropriate balance of development and support, thereby addressing the point of the long duration of the LHC programme. In addition, this organisational framework would allow encompassing collaboration with other scientific disciplines with conceptually similar computational problems, if appropriate additional resources were to be made available. Clearly the main goal of CERN must be to contribute to a technically sound, reasonable cost solution to the LHC Computing Challenge. In pursuing this goal, CERN expects to make substantial efforts to make solutions developed for LHC applicable in general and possible subjects of technology transfer. Nevertheless, participation of other disciplines in the proposed technology development programme and in the realistic exercising of the prototypes would greatly help to ensure that the resulting solutions are widely applicable, and would intellectually enrich the programme itself.

The proposed programme can be roughly divided into two periods. The first comprises 2001-2004 and is focused on the prototypes. The second comprises 2005-2007 and is focused on the pilot service and its conversion to a production service capable of handling data from the full LHC luminosity and heavy ion beams. The prototyping phase (2001-2004) is estimated to cost CHF 29.5M. This phase will require human resources above the standard IT Division complement by an amount varying between 21 and 56 Full Time Equivalents (FTEs), including interfacing to the Core Software of the individual experiments. The effort at CERN funded by the EU DataGrid project has been taken into account in these estimates. Preliminary resource estimates for the second period are given in this Technical Proposal but will have to be refined towards the end of the prototyping phase. These estimates do not include any extensions of the programme to other disciplines.

In summary, a Technical Proposal for the CERN contribution to a solution to the LHC Computing Challenge is presented, based on the findings of the LHC Computing Review. The proposal outlines technology development activities in three key areas, namely applications, fabrics and grids. These developments will be applicable for solutions in other disciplines with computing problems that are conceptually similar to those of the LHC experiments, such as certain branches of bio-informatics, earth observation, astronomy and others. The development programme is punctuated by a set of prototypes that will give feedback from realistic usage, and by the ultimate goal of a pilot service that can evolve into a production service capable of handling the full requirements of LHC. The CERN Information Technology Division feels fully confident that it can successfully execute the programme if appropriate resources are allocated, thereby contributing CERN’s share to the global programme of tiered regional centres outlined in the LHC Computing Review.

The LHC Computing Challenge

The Large Hadron Collider (LHC), which will operate at CERN from about 2005 to 2015, represents a leap forward in particle beam energy, density and collision frequency. This leap is necessary in order to produce some examples of previously undiscovered particles, such as the Higgs boson or perhaps supersymmetric quarks and leptons. The LHC will present a number of challenges in terms of computing.

1.1 Complexity and rates of data

By the very nature of the ultra-high energy particle collisions produced by the LHC, these fascinating events will be buried in background levels of up to 1 in 1013. This requires each of the four particle detectors that will observe the collisions to have a very large number of sophisticated, precisely aligned sensors of various types. This will in turn result in the collection of an unprecedented volume of data, of extraordinary complexity. The parameters of a typical computing system required to support analysis for a single LHC experiment are shown in Table 1.

	Processor power
	> 106 SPECint95

	Mass Storage accumulation rate
	> 2 PetaByte/year

	Instantaneous data accumulation rate
	100-1000 MByte/sec

	Aggregate data throughput rate
	> 1 Terabit/sec

	Number of individually addressable data objects
	> 109

	Fraction of frequently addressed objects
	< 10-3

	Number of simultaneous data traversals
	~ 10-100

	Number of simultaneous users
	~ 103



Table 1: Typical computing parameters for a single LHC experiment.



1.2 Length of time of the experiments

The LHC program is conceived for an initial period of operation of 10 years. Any future upgrades or further exploitation will be additional to this. The only precedent for such a lengthy program is LEP. In the world of computing, a period of a decade represents about a dozen evolutionary market cycles and at least one “revolutionary” change in each category of hardware, system architecture and operating system. It also represents about the time constant for commoditisation of a particular component. Taking processors as an example, the LEP decade saw the commoditisation of 32-bit processors whilst the decade between now and the middle of the LHC operational decade should see the commoditisation of 64-bit processors. All indications are that the LHC experiments will be limited, at least initially, by the available data processing resources. Therefore, appropriately choosing the characteristics of the initial deployment and then managing the evolution of the computing environment during the LHC decade will be a challenge of crucial importance.

1.3 Large geographically distributed community

It is well known that the field of particle physics has evolved over the last decades towards fewer experiments with larger numbers of physicists. The LHC experiments are currently at the leading edge of this trend, with as many as 2,000 physicists from several hundred institutions covering the globe participating in each experiment. The “density” of physicists is about 4 times that of LEP experiments which, added to the complete globalisation of the communities involved and the length of the programme leads to the conclusion that a qualitative change of working methodologies will be necessary. A globally distributed community of physicists will need to collaborate, forming virtual teams requiring transparent, egalitarian access to the data of their experiment. Providing this at a planetary scale with the data volumes and rates which are involved is another unique challenge of the LHC experiments.

2 The LHC Computing Environment

2.1 The physicist as a user of computing: Applications for LHC

Teams of physicists will have to undertake a number of computer-assisted tasks in order to generate physics results from the LHC. These can be categorized as:

1. Data acquisition and experiment controls

2. Event filtering

3. Event reconstruction

4. Detector calibration and alignment

5. Event simulation

6. Physics analysis

The applications to support these activities will be built using a modular approach, which will ensure:

· the necessary flexibility to cope with the long lifetime and the complexity of the LHC;

· that many of the software components developed can be re-used by other disciplines;

· that components developed in other disciplines can be incorporated into the LHC software.

Many of the necessary components are not specific to a single experiment and can therefore be developed either in common between the experiments or outside of the experiments. A notable example is the GEANT4 toolkit for detector simulation. Some components may also be found commercially, for example mathematical libraries, or as free “open source” software, for example graphics libraries. 

For the re-use of components between experiments or between application areas, it is essential that Application Program Interfaces (API) are well defined and that the software is engineered such that coupling between components is minimal. Well-defined APIs and a clear architecture are also crucial to deploy effectively these applications onto fabrics and grids, as explained below.

In addition, the teams of physicists will have to be supported by modern electronic collaboration applications, or “groupware”. This includes e-mail, videoconferencing, distributed document authoring and team Web sites, all with appropriate access control since sensitive information will be exchanged. These activities are not discussed further in this paper, although their impact is summarised in Appendix C and they are included for completeness in the resource estimates in section ‎5.

2.2 Parallel execution of data-intensive applications: Scalable High-Throughput Fabrics for LHC

The only realistic model for delivering the enormous processing throughputs (CPU cycles coupled to data flows, measured in SPECint95-sec/MB) required by LHC is to exploit the natural parallelism of the problem: each collision is independent of any other (event-level parallelism). Computing “farms” have been developed at CERN and in other HEP institutes over the past ten years and completely dominate the landscape of particle physics data processing. One example is the CERN SHIFT
 architecture that provides scalability by integrating basic computational and storage building blocks with a standard networking infrastructure. This architecture has allowed the exploitation of increasingly cost-effective components by being able to absorb different technological developments at different times. The first SHIFT systems were built at the beginning of LEP from RISC workstations and proprietary networks, components that were of high performance at the time. Today’s SHIFT systems are built mostly from low-cost “commodity” components (e.g. office PCs as computational building blocks; PC-based disk servers; Ethernet networking). 

Technology extrapolations lead to the belief that the hardware technology will be available to allow architectures such as SHIFT to be applied on the scale required for LHC. A number of problems remain to be solved, however. In particular, the increase in resources needed by the LHC with respect to today vastly outstrips the expected rate of technological evolution. Within a scalable architecture, increasing the number of components can solve this problem. In the case of LHC, this increase is by a factor of nearly 100 and results in “farms” with tens of thousands of networked components, hence the term “computing fabric”. This immediately brings the new problem of managing the deployment, update, maintenance and failure of tens of thousands of hardware and software components.

A few commercial computing applications, most notably Application Service Providers, are also experiencing growth rates above technological evolution and adopting computing fabrics as a solution. Hence, one could expect solutions to be industrially developed, but unfortunately this is unlikely to be the case on the timescale of LHC because:

· the baseline is different, from a few to a few hundreds of components in commercial applications compared to a few hundreds to tens of thousands for the LHC fabrics;

· commercial applications often use proprietary solutions tied to particular brands of hardware, whereas solutions for the LHC must be built out of components provisioned under open competitive conditions;

· the LHC systems must also be very flexible, adapting rapidly to technological evolution and using component accessible to hundreds of institutions worldwide;

· commercial applications have volumes and flows of data much below the LHC requirements, and therefore industry is unlikely to develop fabric management components for disk and tape hardware.

A plan for development of cost-effective, high throughput managed computing fabrics scaling into the tens of thousands of components is detailed later in this paper. These fabrics will in turn be the components from which the LHC Computing Grid is built.

2.3 Collaborative analysis on a planetary scale: The LHC Computing Grid

Support of the activities of teams of LHC physicists will require the integration of the various computing fabrics around the world into a wide-area computational data grid. Computational Grids are a completely new area of R&D
. From the point of view of particle physics, particularly the LHC, the additional challenge is to provide a coherent, understandable view to globally distributed teams of physicists of billions of data objects from real and simulated particle collisions, in various representations (reprocessing, calibrations, etc.) stored in the various fabrics. The physicists must be able to operate efficiently on these data, extracting very sparse subsets and fusing information from the real accelerator collisions with various simulations in order to search for new phenomena. 

Close integration of the computing resources available at external institutes with those available at the accelerator laboratory has not been attempted for past experiments. R&D activities have been started recently in Europe (DataGRID
) and the United States (GriPhyN
), oriented to the development of some of the basic software (middleware) that will be required. The DataGRID project is discussed in more detail in Appendices A and B. The effort needed to integrate the results of the Grid projects into a real world working system should not be underestimated, however. This application of Grid technology to integrate High Throughput fabrics into a worldwide data intensive system requires much additional work as detailed below.

A “power plant and transformer” structure must be built in order to support the LHC Computing Grid. This corresponds to the multi-tier structure of computing centres that emerged from the MONARC
 study, represented graphically in Figure 1. There are several advantages of mapping this multi-tier model to a general Grid model and applying Grid technologies for its implementation. Most notably, it will bring the particle physics community in touch with other communities and allow re-use of the developments for the LHC. Conversely, it will allow re-use of technologies already developed for other types of computational grids. Eventually it could even lead to common exploitation of data intensive Grid infrastructures by various scientific disciplines, as explained in Section ‎4.
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Figure 1: Architectural model for the LHC Computing Environment

3 Technology Development and Deployment Programme driven by solutions to the LHC Computing Challenge

A large body of knowledge has been accumulated by CERN and its collaborators, either as result of development activities for LEP and the fixed target program or as a result of explicit R&D reviewed by the DRDC and LCB committees. More recently the LHC experiments have begun a programme of “data challenges”, and CERN is taking an active and managing role in the DataGRID project. The nucleation centre of many of these activities has been the CERN Information Technology Division, which has a dual role as participant and coordinator. During the past twelve months the LHC Computing Review has examined critically the requirements and the state of the technology and has given direction in its final report
. The draft programme outlined in this section and the resource estimates in Section ‎5 follow closely the recommendations of the Review.

3.1 Technology Development

In the light of the experience mentioned above, together with the guidelines set by the LHC Computing Review, we are now ready to launch a Technology Development Program focused on two main points:

· transfer of experience and research results into open technologies useable by the LHC and other communities;

· integration of these technologies into complete solutions, starting with a series of prototypes of increasing functionality and capacity, and ending with a pilot service capable of handling the first data from LHC. 

The prototypes and pilot service will give invaluable feedback to the technology development activity from usage in realistic conditions. Experience with the pilot service will also serve to ensure that the huge investments needed for the production systems of the LHC starting in 2006, which will have to handle the full LHC luminosity, will have a sound basis for decisions.

The proposed Technology Development Program is organised around three distinct but related targets for the technologies, which are closely related to the architectural decomposition of the LHC Computing Environment described above. The targeted technology domains are:

· Modular, object-oriented application software

· High Throughput Fabrics based on commodity components

· Grid of fabrics optimised for sparse data-intensive analysis
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Figure 2: Technology Domains to support the LHC Computing Environment

The relation between these technology domains is shown in Figure 2.

The plan specifically includes resources to integrate the technologies into additional deliverables, namely the prototypes and the pilot service, and to give feedback to the technology development activities. In this way, the goal of achieving a solution for the LHC Computing Challenge will act as a driver for the more general goal of developing new technologies for Information Technology at large.

3.2 Deployment of Prototypes and Services

The development programme will be implemented in a series of phases, synchronised with the deployment of a set of prototype implementations of increasing complexity. The prototypes comprise computing fabrics at CERN and in a number of other centres in Europe and the United States. These centres are either future LHC Tier 1 regional centres or participants in the DataGRID project, or both. The networking between these centres will be that provided for the DataGRID project. The CERN prototype will provide shared facilities for all four LHC experiments, and also for some production work for current experiments. It may also be used for short-term demonstrations and prototyping for other sciences. 

The scale of the prototype at CERN will develop over a three-year period to attain about 50% of the scale required by one of the LHC experiments at the beginning of 2004. In 2005 the pilot services for all four experiments will be set up and verified, prior to entering full production at the beginning of 2006.

The principal goals and timing of each prototype and the pilot and production services are summarised in Table 2 and Figure 3. Note that the three prototypes are synchronised with the main releases of the DataGRID project as well as with the Technology Development activities detailed in Appendix A.

	
	Date
	Goals

	Prototype I
	2002
	Performance and scalability testing of components of the computing fabric (clusters, disk storage, mass storage system, system installation, system monitoring) using straightforward physics applications. Straightforward testing of the job scheduling and data replication software from the first DataGRID release.

	Prototype II
	2003
	Prototyping of the integrated local computing fabric, with emphasis on scaling, reliability and resilience to errors. Performance testing of LHC applications at about 50% final system scale. Distributed HEP and other science application models using the second DataGRID release.

	Prototype III
	2004
	Full scale testing of the LHC computing model with fabric management and grid management software for Tier0 and Tier1 centres, with some Tier2 components. This is the prototype system that will be used to define the parameters for the acquisition of the initial LHC production system. This will use the software from the final DataGRID release.

	Pilot Service
	2005
	Installation and operation of the initial phase of the production service, supporting set up of the data acquisition and offline applications for each of the collaborations. Demonstrate design targets for reliability & performance.

	Production 1
	2006
	Expansion of the pilot and conversion to production mode of operation, to meet the requirements of the first year of full LHC operation. 

	Production 2
	2007
	Production system capable of handling LHC design luminosity.

	Table 2: Goals of the LHC Computing Prototypes, Pilot and Production Services


3.3 Execution Plan

[image: image3.png]2000 | 2001 | 2002 | 2003 | 2004 | 2005 | 2006 2007 | 2008

Project Proposal and Funding
mmmmm Prototype 1
mmmmm Prototype 2
+ Ramp-up model for LHC
msmmm Prototype 3
+ LHC Pilot Run
Pilot System p—————y
1 Design
m Procure
Install and Run  m—
LHC Run1 o
Production System 1 p————
LHCRun2 «
Production System 2 p————
—————— Application Technologies

Fabric technologies

Grid technologies

e

O
Q
=%
Q
(]
=
o
©
=
e
[1]
Q
-~





Figure 3: Execution of Technology Development driven by LHC prototypes and pilot.

An abbreviated view of a plan for the execution of the Technology Development Program is shown in Figure 3. The three prototypes and the pilot service are spaced in such a way as to serve as driving milestones as well as to provide feedback from actual use to the development of technologies. The Figure also shows graphically the arrangement for parallel development of the technologies in the three domains described earlier, namely application, fabric and grid technologies, using a release cycle structure to contribute to the prototypes and to absorb the feedback. The draft plan is detailed in Appendix A, with descriptions of the various development activities as well as the integration and deployment of the prototypes and the pilot service.

4 Organisation and relation to developments useful to other communities

The Information Technology (IT) Division will be responsible for the activities at CERN described in this paper. The necessary R&D will be carried out within the operational groups responsible for the long-term support of the computing services, in order to benefit from past experience and ensure a smooth evolution and support from development through prototyping to deployment. These groups will collaborate with similar groups in the emerging regional centres and other high-energy physics institutes.
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The services themselves are organised as a series of layers, to ensure that infrastructure and general application services and tools can be used in the support of more dedicated physics, engineering and accelerator services. This model has been used effectively for many years at CERN. For LHC it will be extended to include data handling services provided by other centres operating as part of the LHC Computing Grid. Standard interfaces will be defined that are supported by the data handling services at CERN and in regional computing centres. The details of the implementation of these services will be the responsibility of the regional centre management.



Figure 4: Organisation of CERN/LHC Computing Services


Figure 4 indicates the organisational responsibilities for the different layers of the services. This diagram, combined with similar ones at other institutes, provides a service structure for implementing the architecture and technology domains of Figure 2. 

This approach could also be used for the support of other sciences, which should use as far as possible the same common infrastructure and services. Only the software and applications support specific to a single science should be developed separately. The natural organisation for support of such an e-science facility would be one or more specialised groups within IT Division, led and staffed by experts in these sciences. Such a facility would have to make an equitable contribution to the common infrastructure services to ensure that the additional load does not affect physics services. However, during the LHC prototyping phase the presence of other sciences could have a very positive influence, ensuring a richer test environment and encouraging more general solutions than may result from a physics-only environment.

5 Resources required at CERN

This section summarises the resources required in IT Division at CERN to carry out the LHC Computing Programme described in this paper, together with the infrastructure services to support the scientific and engineering programme of the laboratory. The LHC requirements and cost estimates are based on the conclusions of the LHC Computing Review. The estimates cover the periods of LHC computing R&D, the implementation of the initial service, and the first years of operation.

5.1 Human Resources

Table 3 summarises the estimated human resource requirements for computing services and development in the Information Technology Division at CERN during the period 2001 through 2008. The staffing level for 2000 is also shown for comparison. The section entitled Infrastructure covers the costs for general-purpose laboratory computing to support staff, users and contractors using CERN computing services. This includes the wide area network, campus networking, voice and video communications, provision and support of desktop PCs and work stations, printer services, basic data storage, database support, Web services, electronic mail, etc. See Appendix C for a summary of the services provided by the Information Technology Division. Engineering covers the costs of specialised services for mechanical, electrical and electronic engineers, and the network for the LHC machine. 

The estimates for physics do not include online or core software, which are the responsibility of each experiment. The figures are given separately for development and services.  Within each section the estimates are further divided into applications, fabric, and grid, corresponding to the headings of the work plan in Appendix A.

The funding provided at CERN by the DataGRID project is shown as separate R&D lines for fabric and grid development. The DataGRID project also provides significant contributions to the LHC programme by coordinating the development of important elements of middleware and the organisation of wide-area prototyping during the years 2001-2003, using funding external to CERN from the European Commission and other laboratories. In particular, the activities Grid Workload Scheduling and Management and Grid Monitoring Services described in Appendix A (‎Activity P: and ‎Activity Q:) will be developed under the management of INFN and PPARC/RAL respectively. General coordination of the prototype grid during the period of the DataGRID project is managed by CNRS/IN2P3. See Appendix B for more information about the DataGRID project. A significant effort will be required at CERN to coordinate the management and utilisation of the LHC computing grid, working closely with the experiments and the management of the other Tier 1 and Tier 2 regional centres. This is shown in the line Grid service coordination under LHC services.

The line at the bottom of the table entitled Complement is the staff level foreseen for these services in the current CERN staff plan, reducing steadily over the next 5 years in line with the organisation’s overall policy. The last line of the table gives the number of additional staff that will be required in each year in order to complete the programme described in this paper (this line takes into account the human resources funded by the DataGRID project during the next three years).
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6

6

7

7

Experiment support & ops

5

5

6

6

6

8

10

10

12

12

Total fabric management

8

8

10

10

10

14

16

16

19

19

Physics WAN

1

1

1

1

1

2

3

3

3

3

Grid service coordination

0

0

1

1

1

2

2

2

4

6

Total Grid management

1

1

2

2

2

4

5

5

7

9

TOTAL Services for LHC

17

17

20

20

21

30

36

37

42

44

R&D for LHC

Simulation

2

2

3

4

5

4

2

1

1

1

Analysis & visualisation

2

2

3

7

7

5

4

3

3

3

Common libs, tools and base support

2

2

2

4

4

4

3

3

3

2

Controls

6

6

6

6

6

4

3

3

2

2

Databases

2

2

3

5

5

4

2

2

2

2

Total applications R&D

14

14

17

26

27

21

14

12

11

10

Security

0

0

1

2

2

2

Local Area Networking

0

0

1

2

2

1

Fabric & storage management

1

2

5

8

8

7

5

2

2

2

Fabric mgt (DataGRID project)

3

5

5

Total fabric R&D

1

2

10

17

17

10

5

2

2

2

Wide Area Networking

0

0

2

3

3

2

1

1

Grid systems - CERN

0

2

5

7

7

6

4

2

2

2

Grid systems - DataGRID project

3

5

5

Total Grid R&D

0

2

10

15

15

8

5

3

2

2

Total R&D for LHC

15

18

37

58

59

39

24

17

15

14

Total LHC support

32

35

57

78

80

69

60

54

57

58

Total Physics

44

42

63

84

85

74

64

57

60

61

Total staff required

192

188

211

228

224

213

203

197

195

191

Complement

192

188

185

177

172

163

153

147

149

149

DataGRID funding

10

10

10

Additonal staff required

16

41

42

50

50

50

46

42

note: 5 posts for accelerator networking were not included in IT the staff estimates at the time of the LHC Computing Review









































Table 3: Summary of human resource requirements

The estimates for physics support are summarised in the upper graphic in Figure 5, which shows the need for substantial investment in R&D over the next four years and the steady growth in the human resource cost of operating services, reaching a peak in the first full year of LHC operation. Note that the basic operation of the computing fabric will be performed under a service contract, as is the case today. The costs of this are included in the materials estimates, presented in the following section. 
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Figure 5: Graphical depiction of human resource requirements.

The lower graphic in Figure 5 shows the overall human resource estimates for central computing support at CERN. Only a very limited reduction in the staffing level for infrastructure support can be absorbed due to several factors. The principal driver for the infrastructure is the size and activity of the user community. The number of users does not decrease in the coming years, and their requirements for general computing support become progressively more demanding as the scope and complexity of information technology increases. It should be noted that IT Division has already outsourced several major services – fabric administration, network maintenance, desktop services, and computer room operation. The Division continues to study other areas that can be transferred to service contracts, but it is also vital to retain technical expertise in-house to ensure control over the strategic planning of the organisation, retaining the flexibility to exploit new technologies, and maintain the Division’s record of very cost-effective services.

The IT Division complement is shown in the graphic as a red line, diminishing by 51 between 2000 and 2006. This is modified during the years 2001-03 by the blue line, showing the human resources funded by the DataGRID project. If the infrastructure and engineering services were to be maintained at a reasonable level, the effect would be effectively to eliminate support for physics, with no resources available for LHC R&D after 2003.

5.2 Materials
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Table 4: Summary of computing resource estimates resulting from the LHC Computing Review

The materials cost estimates for the LHC computing facility are based on the requirements presented in the report of the Resources panel of the Review of LHC Computing. The Table 4 summarises the capacity requirements of the experiments for the combined Tier 0 and Tier 1 centre at CERN in 2007. This capacity would be installed progressively during the years 2005-2007, when full operation of the machine is expected. The table also shows the estimated annual increase in capacity required after 2007 to handle the growth in the accumulated data collected by the experiments.
One factor in making the estimates is the evolution of price/performance with time. Historically this has been very rapid for most of the components that will be used to build the LHC computing facility, but there are many difficulties in making safe estimates for the future, as this will depend on new developments in the technology used and, more importantly, on the evolution of the market driving the computing business. The estimates assume various lifetimes for the different components, and include the cost of replacing old obsolete equipment as well as increasing the capacity available. 

Table 5 and the upper graphic in Figure 6 show the estimated costs for the development, installation and operation of the facilities for LHC data handling for the years 2001 through 2008. 

During the period 2001-2004 the principal costs are related to the purchase and operation of a prototype system that will be built up progressively over three years to attain a substantial fraction of the size of the system required by one experiment. As explained in Section ‎3.2 this prototype will be used for development and verification of the computing model in terms of functionality, performance and scalability both as a local computing fabric and as a node in a computational grid involving other Tier 1 Regional Centres. Also during this development period investment will be made in the physical infrastructure of the CERN Computer Centre, adding additional cooling capacity, upgrading the electrical power infrastructure, and refurbishing the computer room in this thirty-year-old building. These costs are explained in more detail in Appendix D.
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Figure 6: Graphical depiction of materials costs
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Table 5: Materials costs for LHC Computing Prototypes, Pilot and Production Services

The computing system for the production Tier 0 and Tier 1 centre will be installed during a three year period beginning in 2005, prior to the first LHC beams, and achieving full capacity in 2007. From 2008 onwards a similar level of budget is required to maintain and expand the system. Looking further ahead it is expected that the cost of maintaining the system will decline slowly. During LHC operation funding will also be required for external networking, management and operation of the systems, and electrical power.

The full costs of the IT Division during this period are shown in the lower graphic of Figure 6. Infrastructure covers the costs for general-purpose laboratory computing to support staff, users and contractors using CERN computing services. This includes the wide area network, campus networking, voice and video communications, provision and support of desktop PCs and work stations, printer services, basic data storage, database support, Web services, electronic mail, etc. Engineering covers the costs of specialised services for mechanical, electrical and electronic engineers, and some support for accelerator simulation. Base physics covers the materials costs associated with support that is related to the number of physics users rather than being directly associated with the data of an experiment (e.g. the provision of standard physics libraries and packages, interactive program development services, basic applications support, etc.). This line also covers non-LHC experiments. LHC computing covers the costs detailed above.

6 Summary of Resource Requirements

According to the draft programme presented, the prototyping phase (2001-2004) is estimated to cost CHF 29.5M. This phase will require human resources above the standard IT Division complement by an amount varying between 21 and 56 Full Time Equivalents (FTEs), including interfacing to the Core Software of the individual experiments. The effort at CERN funded by the EU DataGrid project has been taken into account in these estimates. Preliminary resource estimates for the second period are given in this Technical Proposal but will have to be refined towards the end of the prototyping phase. These estimates do not include any extensions of the programme to other disciplines.

Detailed Technology Development and Deployment Plan

Development of Application Technologies

Activity A: Modular Application Infrastructure

All software for LHC will be built using modern programming techniques, namely object and component approaches. A single common framework and architecture for the LHC experiment’s applications has not emerged so far, and perhaps should not be expected to. Each detector may end up developing and supporting their own framework and architecture, just as they develop and support their own detector hardware. Nevertheless, a set of core infrastructure software needs to be identified, developed and maintained in such a way that it permits the applications to be efficiently deployed on fabrics and grids, as explained in Chapter 2. These core object libraries will contain general definitions of entities that are commonly used in science with particular attention to particle physics. Examples are three- and four-vectors, lists, linked trees, trajectories, clusters, etc. These software libraries should be engineered to be used by other, more general packages, such as those for detector simulation or data summarization, in order to ensure compatibility and avoid duplication of effort. This will require the use of an adequate level of Software Development Process, including change control, to ensure that improvements, additions or bug fixes to the core libraries do not adversely affect the rich set of applications that will be built on top of them. Attention must also be paid to methods to access information for initialisation, calibration or customisation, in order to assure proper behaviour when executing in parallel distributed environments.

The resulting modular application infrastructure technology and the associated software development processes will be available to build scientific applications that run properly on fabrics and grids. Examples of these applications of particular relevance to particle physics are event reconstruction, event summary data production and event feature extraction.

Activity B: Large dataset traversal and statistical summarization toolkit

Modern physics analysis is performed using interactive data traversal and statistical summarization tools. The best-known example is PAW, a CERN development driven by the requirements of the LEP experiments. Data analysis for the LHC experiments will involve the search of unprecedented volumes of data (up to many Petabytes) for signals with very small signal to background rations (up to 1 in 1013). Aside from any CPU requirements, physical constraints on things like disk head movement immediately lead to the conclusion that LHC dataset traversal must be executed in parallel on fabrics and grids optimised for data-intensive operations. Nevertheless, it will be highly desirable to maintain the illusion of a single application for the user by using a client-server “funnel-shaped” architecture. Furthermore, the complexity of the LHC data requires extension of the familiar “n-tuple” concept to support complex data structures, in particular variable-length and nested objects. These data traversal features may be achieved by developing appropriate interface middleware to commercial distributed databases supporting object binding, or by developing specialized software. Support for the “funnel-shaped” architecture requires definition of classes to describe partial histograms and other statistical constructs and methods for their transparent merging into the final histograms and statistics requested by the user. The client-server architecture will also require appropriate interfaces to security, data storage and indexing services.

A careful design and implementation of this toolkit for large dataset traversal and statistical summarization, using proper software engineering techniques, should result in software that can be re-used in many applications, from control room displays to desktop data analysis. Requirements for large dataset traversal are emerging in other fields, particularly in bioinformatics, and the application technologies developed in this activity should be applicable in those domains as well.

Activity C: Simulation Framework (GEANT4)

The development of a modern, object-oriented toolkit for the simulation of particle passage through matter and detector simulation is well advanced thanks to the efforts of the GEANT4 Collaboration. GEANT4 already uses a reasonable level of Software Development Process, for which the support is contributed by CERN. It is planned to use this process as a basis for a common process across all application technology activities of this programme. GEANT4 also uses the CLHEP library of base scientific objects, which can be viewed as the precursor of parts of the Modular Application Infrastructure. 

Given the importance of simulation and the fact that it is very computing-resource intensive, it is necessary to take the GEANT4 toolkit and build simulation applications that run correctly and efficiently in parallel architectures such as fabrics and grids. Particular attention needs to be given to random number generation, input distribution and output collection.

Aside from the obvious need for a sophisticated simulation need of the LHC experiments, there is great interest in fast execution of simulations of various radiation types through various structures, from microelectronic circuits to DNA molecules through to the human body itself. Given the specifications of GEANT4 itself, in particular the ability to easily change the approximations used for the various interactions, an implementation that allows extremely fast generation of large samplings by using a fabric or grid should be of great interest to many fields.

Activity D: Databases

Traditionally, scientific institutes such as CERN have stored their data in proprietary-format files, coupled with mass storage systems. However, such systems do not offer sufficient flexibility, in terms of granularity, sparseness and performance of access, nor are they well adapted to deal with the high degree of concurrency and distribution that is required. Recent HEP experiments have adopted a variety of database management systems, coupled with mass storage systems, to solve similar problems, but on a much smaller scale (some 3 orders of magnitude less data than is at the LHC). Furthermore, these systems have not yet been adapted to the grid environment.

In parallel, there have been significant advances in the database industry over the past 5 – 10 years. Object Databases, designed to address the types of complex data that are typical of scientific and engineering markets, have appeared and have been successfully deployed for a variety of applications, including astrophysics, HEP and biomedical research. More recently, the main features of Object Databases, such as support for complex data types and object-oriented capabilities such as inheritance and polymorphism, have been progressively added to the leading relational database systems, resulting in a new breed of products, referred to as Object-Relational Database Management systems. It is widely believed that this technology will dominate the database market for the foreseeable future, relegating other competing architectures to niche markets. The capabilities and potential of these products must therefore be assessed with respect to their use for LHC.

There remain many issues that need to be further researched, the majority of which also impact on other domains. These open areas include the following:

· Handling of very large database systems. The largest known databases that are in production today are of the order of 100TB. As the needs of the LHC exceed these volumes by several orders of magnitude, techniques for the “partitioning” of data into more manageable “chunks” need to be tested and if necessary developed.

· Integration with Mass Storage Systems. Database systems expect all of their managed and control data to reside online on disk, with files permanently open. At LHC the large data volume and financial considerations will require a fraction of the data to be stored offline on magnetic tape. Problems related to the integration of database and mass storage systems need to be studied and solutions developed and tested.

· Efficient usage of database techniques for improved data access. Recent results have shown that standard database techniques, such as the use of appropriate indexing and query optimisation, can be applied with remarkable success to typical user queries. These studies, which are currently in a preliminary phase, need to be continued and expanded to include the handling of data in the wide area.

· Consistency of data and metadata across multiple sites. As it is assumed that the data will be spread across multiple geographical locations, sometimes through the use of data copies and/or replicas, it is essential that data and metadata consistency be maintained. 

· Data and metadata exchange. Coupled to the above is the issue of data and metadata exchange between multiple database systems running across many sites. 

· Management of very large numbers of distributed databases. If the distributed database system is to appear to the user as a single logical system, tools for managing large numbers of semi or completely independent databases in the wide area need to be developed, including handling of roles, views and standard database administration tasks. These may well need to cope with heterogeneous systems. 
Development of Computing Fabric Technologies

Activity E: Basic fabric management 

Includes: the management of the hardware and basic software required for the local computing fabric - the processors, disks, tape drives and robots, the equipment providing the local area and storage networks, operating system installation and maintenance, file systems, storage area networks, gateways to external networking facilities, monitoring consoles, power distribution, etc.

A model for computing fabrics has been developed at CERN and in other HEP institutes over the past ten years that provides scalability by integrating basic computational and storage building blocks with a standard networking infrastructure. This has had the advantage of allowing the exploitation of very low cost components (e.g. office PCs as computational building blocks; PC-based disk servers; Ethernet networking). We believe that the hardware technology will be available to allow this model to be applied on the scale required for LHC. However, current management techniques will not be satisfactory for the management of the very large number of components (tens of thousands) that will be needed. This is an area that is not at present being addressed by industrial products or developments. 

At present, CERN runs multiple PC-based fabrics dedicated to particular experiments. Although they are all based on the same basic components, and all use the Linux operating system, they are different at the application level or in the way they are exploited. The plan is to optimise the operation through a single global facility shared by all experiments, with resources allocated dynamically to different functions and experiments. This requires development of facilities not available today. 

1. Automated system installation and expansion

2. System partitioning and dynamic re-configuration

3. Quality of service

4. Managerial framework to deal with the users (decision making, accounting)

These developments need to be started now and exercised on existing experiments to prove their feasibility before installing the systems for LHC. Some of the work in this area is being funded by the DataGRID project.

The following activities address the above points in more detail.

Activity F: Automated system installation and expansion

The computing fabrics will be expanded and/or upgraded continuously while delivering services to the users. The number of CPUs and disk units will be so high that automatic software installation will be essential. Addition and removal of equipment must not perturb the operation of the services.

Activity G: System partitioning and dynamic re-configuration

On the short term, the resources of the system must be able to be reconfigured to support the changing resource requirements of each experiment. On the longer term, it must be possible to introduce new components and withdraw obsolete equipment whilst running continuously. This implies that, over time, the system will have to support different generations, models and types of hardware as technology evolves. Powerful automated installation and configuration mechanisms have to be conceived, able to deal with the process of updating the operating system software and managing application software and libraries, taking care of a complex set of inter-dependencies.

Activity H: Quality of service

This includes a wide range of factors that affect the service provided to the application – response times, throughput, performance, availability, failure rates, automated recovery, etc. There are three parts to providing quality of service: monitoring, resource scheduling, and error recovery. A great deal of attention and development effort has been devoted to system monitoring in the last two decades. As a result, many independent systems for alarm raising, statistics gathering, daemon restarting and history recording have been implemented over the years. Many monitoring infrastructures designed to use this diverse spectrum of systems have been produced but these do not scale to the size of the configurations needed for LHC. A new monitoring system is required to handle very large numbers of components while operating at different levels of granularity such as application, service, cluster, or component. The monitoring system must also support dynamic reconfiguration, be extensible to allow new functionality to be added easily, use an information representation that allows correlation of data collected by different subsystems, and be able to be integrated with automated system operation and maintenance systems. Industrial control systems have some of the same problems, and experience in that area will be studied. 

Concerning error recovery, the emphasis will be on self-healing or resilient operation. The system must be able to recognise the failure and isolate the failing components to allow the rest of the system to continue operation. Jobs affected by the failure must be re-run. Failed components must be replaced without perturbing the system. Problem management is particularly difficult in an environment that has dynamic adaptability as a fundamental requirement. So far, tools for problem diagnosis and solving have mainly emerged in the field of network management systems. These tools focus on displaying operational parameters, leaving operators to analyse vast amounts of raw data and determine appropriate actions. Such manual management does not scale for the large, complex, heterogeneous and adaptive computer fabrics that we are considering here. Instead, problem management systems that automatically identify the root cause of faults and performance problems by correlating network, system, and application data are needed.

Activity I: Managerial framework to deal with the users (decision making, accounting)

Shared systems require a managerial structure dealing with resource allocation and performance reporting. This includes the initial allocations as well as extensions in the long-term, but also the short-term sharing of the installed resources between competing users. While there is experience at the local level in most institutes, global allocations bring in a new dimension. On the technical level, proper accounting tools are needed to deliver the input to the managerial level.

Activity J: Mass storage management 

Includes: the software required to manage the mass storage system – secondary (disk) and tertiary (tape) storage space management, migration/recall of data between tertiary and secondary storage, provision of classes of service to schedule access to the same data from processes with different priority levels, data interchange between sites. 

The mass storage requirements for LHC experiments may be characterised as follows: very large (multi-PetaByte) storage capacity; relatively high ratio of read accesses to write accesses; guaranteed sustained high rate sequential write streams for data recording and ESD production; high aggregate read bandwidth with very large number of streams for analysis; quasi-random read data access; trivial parallelism available for writing and reading. 

Current state of the art: In mid 1990s IBM released the first commercial version of the High Performance Storage System (HPSS). The software, which now comprises some 600,000 lines of executable C, was developed by a collaboration of five US Department of Energy (DOE) labs and the IBM Global Government Industry. HPSS is designed to meet the massive data storage requirements for the Accelerated Strategic Computing Initiative (ASCI) project, which are similar to the data volumes and rates required by the future HEP experiments. HPSS was tested at various HEP sites in the US and Europe, including CERN. The general conclusion was that, although well adapted for the large sequential data transfers required for data recording and reconstruction, HPSS is not suitable for the quasi-random access generated by batch & interactive analysis. Since the latter represents the bulk of the data access an alternative solution that is better adapted to the HEP needs was sought but so far no competitive commercial alternative to HPSS has been found. 

As a consequence, HEP has had to develop its own mass storage management systems. CERN has recently completed the initial implementation of a new system called Castor
. This is a simplified mass storage system that fulfils the current requirements of HEP in terms of capacity, file size and number, performance and reliability, with the possibility of extensions to satisfy future requirements. Further work will be required to meet the requirements of LHC. In addition to the increased scale of capacity and performance, the system will have to integrate with the distributed LHC Computing Grid. 

Different Tier 1 regional centres may use different mass storage systems. A standard application program interface for applications must be defined and implemented. Also, exchange formats must be defined to facilitate the replication and migration of data between these centres. Some of the funding for this is provided by the DataGRID project.

Activity K: Wide Area Network management and performance

Despite the fact that many commercial as well as research & education Internet backbones already include Gigabit circuits at 2.5 Gbps or 10Gbps speed and that CERN is already or will soon be connected to some of these (e.g. ESnet, Internet2/Abilene, GEANT), the kind of Gigabit networking services that are required by the LHC Computing Grid from the Wide Area Network(s) (WAN) will require careful network engineering & monitoring.

Indeed, the TCP/IP protocols, which are today the only solution for reliable file transfer over the Internet, tend to favour short life over long life flows and to penalize the overall performance of high performance flows to a much higher degree than the lower performance ones. Furthermore, today's high performance routers do not deal particularly well with the large window sizes necessary to achieve throughputs close to nominal circuit speeds, thus leading to packet losses and sometimes very disappointing end-to-end performances. There are a number of ongoing projects (e.g. Web100) which are directly tackling the issue of poor file transfer performance on very high speed long distance networks, as well as better instrumentation of TCP/IP in order to ease the tuning of the applications, and with which it is important to be associated. 

Activity L: Network Engineering:

Ideally, there should be dedicated Gigabit links between CERN and the Tier1 computing centres, but this is unlikely to happen for economic reasons.  Nonetheless, the engineering requirement of having direct links to the backbones through which these Tier1 nodes will be connected is an absolute pre-requisite, in order to reduce the number of "hops" between Tier0 and Tier1 nodes and therefore the overall packet loss rates. Good collaboration with the engineering team of the network providers will be essential in order to agree on the relevant configuration parameters and possibly having the ability to reserve bandwidth on demand.

Activity M: Network Monitoring:

In order to understand the dynamics of end-to-end performances, new monitoring tools will need to be developed in collaboration with the relevant Internet backbone providers such that access to the relevant performance metrics (e.g. link errors, packet losses) is made possible. Close collaboration with the data management team will be necessary in order to make sure that the end-to-end performance goals have been achieved.

Activity N: Firewall:

Unless some dramatic technological breakthrough is made, it is very unlikely that Firewalls will ever be able to work at multiple Gigabit per second speed, and so it may well be that the legitimate requirements for both higher throughput and tighter security may not be compatible. Therefore, it is urgent to specify an architecture allowing high performance traffic to be somehow exempted from passing through a Firewall.
Development of Computational Grid Technologies

Activity O: Grid data management

The necessary middleware must be developed to permit the secure access of massive amounts of data in a universal global name space, to move and replicate data at high speed from one geographical site to another, and to manage the synchronisation of remote data copies. Novel software will be developed such that strategies for automated wide-area data caching and distribution will adapt according to dynamic usage patterns.  It will be necessary to develop a generic interface to the different mass storage management systems in use at different sites, in order to enable seamless and efficient integration of distributed storage resources. Several important performance and reliability issues associated with the use of tertiary storage will be addressed. Part of the funding for this work is provided by the DataGRID project.

Activity P: Grid Workload Scheduling and Management

The Grid introduces a number of factors that have an important impact on scheduling strategies, such as the dynamic relocation of data, the very large numbers of schedulable components in the system (computers and files), the large number of simultaneous users submitting work to the system, and the different access policies applied at different sites and in different countries.

Strategies must be developed for planning job decomposition and task distribution based on knowledge of the availability and proximity of computational capacity and the required data. Job description languages, based on previous work, must be extended as necessary to express data dependencies. In the general case it will be necessary to compare different decomposition and allocation strategies to take account of the availability of the data in more than one location (either in the form of replicas, or in the data cache), and the commitment level of the computational capacity at the different sites. This involves making relative cost estimates that may be complicated by the need to take account of factors like potential execution delays (e.g. the time a task spends queuing in an over-committed system), the generation of new cache copies at under-committed sites, and the potential delays incurred by data migration between secondary and tertiary storage.

The general-purpose nature of the Grid implies an unpredictable, chaotic workload generated by relatively large numbers (thousands) of independent users – again in contrast to the supercomputing environments that have been the target of most previous meta-computing projects.

The complications of dealing with the inhomogeneous resources of the general-purpose data-intensive Grid will require new approaches to co-allocation and advance reservation, and to recovery strategies in the event of failures of components.

The development and prototyping in this area will be done in the context of the DataGRID project, managed by CNAF in Bologna, and funded by the project, INFN and other institutes.
Activity Q: Grid Monitoring Services

The Grid introduces a new dimension to the computing infrastructure, and it is important to enable users and systems managers to view the geographically distributed resources in a coherent way. Middleware must be developed to make it possible to assess the interplay between computer fabrics, networking and mass storage in supporting the execution of end-user Grid applications to a level of detail beyond that currently possible in highly distributed environments.

New instrumentation APIs must be defined to provide data on the performance and status of computing fabrics, networks and mass storage. These will be supported by new local monitoring tools developed to provide appropriate levels of detail on performance and availability to support workload and data management scheduling strategies, and also to enable the study of individual application performance. The highly distributed nature and large scale of the proposed Grid will require the development of new methods for short and long term storage of monitoring information to enable both archiving and near real-time analysis functions, and the development of new effective means of visual presentation of the multivariate data. 

The development and prototyping in this area will be done in the context of the DataGRID project, managed by the Rutherford Appleton Laboratory (RAL) in the UK, and funded by the project, RAL, the Computer and Automation Research Institute (SZTAKI) in Budapest, and other institutes.

Activity R: Security

Keeping pace with Internet security is a growing problem and the distributed nature of the Grid adds a new dimension. Sites hosting Grid resources must agree coherent security policies, and adequate protection developed to avoid their abuse. New tools and working methods will be required to efficiently detect and track down security breaches across site boundaries. In addition, security needs to be an integral part of all Grid applications.

Security mechanisms are required to control access to Grid resources. This implies a distributed infrastructure to authenticate identity of users and verify that access is authorised for the requested resources. Two key technologies for this are being developed within the Internet community: PKI (Public Key Infrastructure) and PMI (Privilege Management Infrastructure). PKI has started to be deployed at some sites, but experience with it is very limited. CERN is in the process of setting up a short-term CA (Certificate Authority) to be used together with CAs at other sites in the initial Grid prototype. Experience from this approach will be used to take longer-term decisions on how to organise a Grid-wide authentication infrastructure. PMI is still very much in its early stages within the IETF (Internet Engineering Task Force). It introduces the concept of “attribute certificates”, which seems to be a promising mechanism for passing authorisation data to services. Advances in this area need to be followed and evaluated. Wide scale deployment of PMI is expected for the start-up of LHC. Prior to that, ad-hoc solutions and early PMI solutions will need to be implemented.

Grid applications face the challenge of needing to be secure yet still easy to use. A popular approach to this is “single sign on”, whereby users authenticate at the start of a session and then send their authentication “proof” in encrypted form to obtain access to services and resources. IT Division recently launched a project, called CLASP
 (Common Login and Access rights across Services Plan), to investigate technology to provide common authentication and authorisation mechanisms across CERN services. The initial feasibility study has proposed a combination of PKI and Kerberos v5 to integrate authentication for both the new GRID applications and existing CERN services. Until PMI solutions become available, the CLASP project proposes the use of “e-groups”, centrally defined electronic groupings of people/accounts, available to all CERN applications. Such an ad-hoc solution can work well for a single organisation, but a PMI approach is required to scale to a GRID-wide solution.

Integration of Technologies into Prototypes and a Pilot Service

In sheer numbers of machines, CERN already has valuable experience at the 10% level of a Tier 0 centre.  However, these machines are organised in several specialised clusters according to the type of microprocessor architecture and the experiment served, showing the signs of the past ten years of history. The overall facility does not bear much resemblance to the facility foreseen for the Tier 0 / Tier 1 centre. The new fabric will be designed to minimise the cost of acquisition, maintenance and operation, while meeting the demanding LHC requirements for scalability, performance and reliability.

It is essential to gain experience with prototypes of this new style of computing fabric well before acquisition of the final system begins, in order to test and refine the management system, identify and resolve performance issues, take part in prototyping the wide area grid environment, and generally demonstrate that the facility can run in production mode with the required levels of reliability, usability and performance. There is insufficient experience with systems of this scale and complexity to be able to rely solely on simulation, and so the prototype must grow to become a significant fraction of the final facility required for a single experiment. Such a facility would be used to run the increasingly demanding LHC experiment data challenges in order to stress all aspects of the computing fabric under realistic conditions that are hard to simulate.  In addition scheduled usage by existing high data rate experiments will provide invaluable feedback.

In addition to basic demonstration of reliability, operability and performance, examples of areas that can be studied effectively only using a live facility are the procedures to measure and guarantee quality of service; resource allocation and reservation policies; strategies for load balancing, system partitioning and dynamic reconfiguration; management of multiple concurrent software versions.

Other tests of connectivity and increased complexity involve having a large prototype Tier 0 / Tier 1 centre integrated with prototype Tier 1 and Tier 2 regional centres. This is essential to test the developing Grid technologies such as wide area job scheduling, and data migration and replication.  In addition it will give an environment to experiment with translating and executing remote requests and managing experiment policies for onsite/offsite resource allocation and priorities. 

The prototype must also be used to demonstrate that the Grid is capable of operating production quality services. This will be achieved by using the prototype system at certain times for current experiments (experiments with real data) and for applications from other sciences.

The principal goals and timing of each prototype and the pilot and production services is summarised in the following table. Note that the three prototypes are synchronised with the main releases of the DataGRID project.

	Prototype and Service Definitions

	
	Activity identifier
	Date
	Goals

	Prototype I
	S
	2002
	Test bed for performance and scalability testing of components of the computing fabric (clusters, disk storage, mass storage system, system installation, system monitoring) using straightforward physics applications. Straightforward testing of the job scheduling and data replication software from the first DataGRID release.

	Prototype II
	T
	2003
	Prototyping of the integrated local computing fabric, with emphasis on scaling, reliability and resilience to errors. Performance testing of LHC applications at about 50% final system scale. Distributed HEP and other science application models using the second DataGRID release.

	Prototype III
	U
	2004
	Full scale testing of the LHC computing model with fabric management and grid management software for Tier0 and Tier1 centres, with some Tier2 components. This is the prototype system that will be used to define the parameters for the acquisition of the initial LHC production system. This will use the software from the final DataGRID release.

	Pilot Service
	V
	2005
	Installation and operation of the initial phase of the production service, supporting set up of the data acquisition and offline applications for each of the collaborations. Demonstrate design targets for reliability & performance.

	Production 1
	W
	2006
	Expansion of the pilot and conversion to production mode of operation, to meet the requirements of the first year of LHC operation. 

	Production 2
	X
	2007
	Full production system


Relation to the EU DataGRID and other grid projects 

The emerging computational grid technology is one of the foundation stones of the plan presented in this paper. European High Energy Physics is taking a leadership position in the development of the technology. An initiative of the HEP Computing Coordination Committee (HEPCCC) at the end of 1999 led to the formation of a consortium of 19 European scientific organisations and three industrial partners that made a successful proposal to the European Commission last year for a project to develop and deploy new grid technology. The project, called DataGRID, will build on basic grid technology developed by the US Globus project, developing new middleware components to handle very large distributed data collections and support the giant computing farms required for LHC. A key element of the project is the deployment of a prototype grid comprising computing clusters at several different institutes, operated as a production system for applications in high energy physics, earth observation and biology. The project also includes the development of some of the software needed to manage the computing fabrics forming the nodes of the grid. The project received funding of about €10 M over three years beginning in January 2001, primarily for human resources. The project is managed by CERN, with 5 principal partners - CERN, CNRS(F), IN2P3(I), NIKHEF(NL) and PPARC(GB). Responsibility for each of the work packages in the project is taken by one of the principal partners. The work packages concerning middleware and the deployment of the prototypes form a fundamental part of the work described in Appendix A, in particular the section on Grid Technologies. The planning given in this paper is synchronised with and dependent on the output from the DataGRID project, and the DataGRID resources available at CERN are included explicitly in the human resource table in section ‎5.1. It must be emphasised that this project enables significant external (non-CERN) resources to be applied to the problems of LHC computing. It should also be noted that the DataGRID project includes other sciences, thereby not only providing a channel for transfer from HEP of its acquired experience in large scale computing but also ensuring that the new grid technologies developed in the project will be of general application.

There are currently two significant grid projects with HEP participants in the United States: Grids for Physics Networks (GriPhyN) supported by the NSF, and the Particle Physics Data Grid (PPDG) supported by the DoE. The DataGRID project will work towards ensuring a close collaboration with these projects.

There are also a number of grid initiatives in several European countries. The DataGRID project will play an active part in coordinating this at a European level, in part through the Global Grid Forum, which will hold its first meeting in Amsterdam in March, organised by NIKHEF.

The DataGRID project will sponsor regular Industry and Research Forums to assist in the dissemination of the grid technologies to areas outside HEP.

The impact of LHC on general computing services provided by CERN

IT Division provides the computing infrastructure of the laboratory, including:

· authentication and security services;

· general file services;

· campus networking;

· wide area networking;

· desktop computing support;

· Web services;

· e-mail services;

· relational database support;

· batch computing services;

· voice and video services.

These form an important base for more specialised physics and engineering computing services. It should be noted that future general Fabric and Grid services will be built on top of this general infrastructure, and that the users of these services will also need general services such as desktops or e-mail. Recent years have seen a steady growth in the demand for infrastructure computing services of increasingly complexity, as more and more activities require the use of a computer. This situation will be accentuated as the LHC experiments come into integration, commissioning and operation, since teams with many thousand members will synchronously place demands on the general computing infrastructure. 

The foreseen development of demand is incompatible with the current staff-reduction plan for IT Division. As a result these base services are under-resourced. This problem must be addressed as a pre-requisite for building the computing facilities for LHC.

In the area of engineering IT provides services for mechanical and electronic engineers according to a programme agreed in two formal committees – CAEC and ELEC. The division is also responsible for the design and implementation of the LHC machine networking infrastructure.

The specialised services that IT expects to fulfil for LHC physics computing may be summarised as follows.

Applications support:

· Coordination and base support of the GEANT4 simulation framework

· Provision of a set of data analysis and visualisation tools

· Provision of standard libraries, including

· Common mathematical libraries

· Data management interfaces 

· HEP class libraries

· Support of tools for software development and software process 

Controls:

· Support of common controls solutions (JCOP)

Data management:

· Data recording and mass storage services

· Support for object persistency for event data

Computing fabric management:

· Provision of the computing service for physics data handling at CERN (Tier 0 + Tier 1). This includes the development of the service model, and the acquisition, installation, operation and maintenance of the computing equipment – processors, storage, databases and local area networking. 

Networking:

· Provision of high bandwidth wide-area networking to support the regional centre computing model

· Coordination of the worldwide Tier1 computing infrastructure 

Common projects:

· Participation in and coordination of selected common software and computing projects. Current examples include the DataGRID project, the Event Filter Farm, and participation in “mock data challenges” with ALICE, ATLAS and CMS providing object database and mass storage expertise and services.

The impact of LHC computing on CERN’s physical plant

CERN’s unique double role as the single Tier0 facility and as one of the Tier 1 centres (and, moreover, a Tier 1 centre providing facilities to support all four LHC experiments) means that tens of thousands processors will be required and the stored data volume will increase by more than 15 PetaBytes each year (see section‎5.2). This will place heavy requirements on the physical infrastructure at CERN.

To calculate these requirements we assume that the infrastructure requirements for each component (in terms of space, power consumption and air conditioning needs) will remain constant over the period leading up to LHC and beyond. In other words, although the computing capacity of a processor will increase dramatically, the volume and power consumption of a PC will not change. Given this assumption, and the predictions of the Resources Panel of the LHC Computing Review for the CPU capacity, disk storage and tape storage required at CERN, the physical infrastructure requirements for CERN’s LHC computing facility are:

	Physical space
	· 1,000m2 for the CPU farm.

· 300m2 for the disk storage

· 800m2 for the tape storage

	Power consumption
	· 1000kW for the CPU farm

· 600kW for disk storage

· 200kW for tape storage

	Air conditioning
	We assume that all of the input power for computing equipment is rejected as heat. The heat load for LHC computing equipment is therefore 1.8MW.


When the requirements for general computing and for non-LHC experiments are included, the physical infrastructure at CERN in 2005 must provide at least 2,500m2 of raised floor area for computing equipment requiring 2MW of electrical power input which will be dissipated as heat.

Fortunately, although CERN’s computer centre was designed and built to house the mainframe computers of the 1970s, it is a solid base for the LHC computing. The infrastructure today can power and cool computing equipment consuming up to 1.2MW over a floor area of 1,500m2. A further 2,000m2 of space is available in the building—of which 800m2 is equipped with a raised floor and has good provision for air conditioning.

Comparing the existing facilities with the LHC requirements – 

· an additional 1,000m2 of space must be configured to house computing equipment, and

· the electrical supply and air-conditioning systems must be upgraded to cope with an active equipment load of 2MW.

However, these are the minimum necessary changes. If we consider again CERN’s unique double role as a combined Tier0 and Tier1 facility, the ability of the physical infrastructure to guarantee continued service availability is likely to be an important consideration.

· As the Tier0 centre, continued availability of computing resources is likely to be essential for accelerator and experiment exploitation. 

· As a Tier1 centre, any interruption to computing facilities caused by a failure of the physical infrastructure will have an impact on a large fraction of the LHC experimental community.

These points must be borne in mind as the physical infrastructure for computing at CERN is upgraded for the LHC era.

A review of the existing physical infrastructure at CERN was undertaken during 2000. Following this review, the preliminary estimates of the work needed to adapt to the LHC requirements are as follows.

	
	
	Estimated cost (MCHF)

	Physical space
	· False floor, doors, vault refurbishment
	0.5

	Power supply
	· Replace 18kV/400V transformers

· UPS for 50 minutes (critical services) and 5 minutes (physics farms)
	8.0

	Power distribution
	· Renew distribution infrastructure in the computer rooms
	0.5

	Air conditioning
	· Additional chilled water capacity (1MW)

· Refurbishment of existing equipment
	1.5


The UPS facility proposed here is a minimum solution, where the physics service will be stopped whenever there is a power cut. The infrastructure services, representing about 20% of the total power, would be better protected in order to ride through short cuts and give sufficient time for the site emergency diesels to be brought into operation in the event of a serious incident. It is estimated that this approach would lead to a serious interruption in the physics service during data taking once in every 3-5 years.

Overall, therefore, an investment of CHF 10.5M will be required to upgrade the physical infrastructure in order to house CERN’s LHC Computing Facility. This infrastructure upgrade should take place in the period 2001-2004 in order to address the infrastructure requirements of the prototype systems and to ensure a smooth transition from the final prototype to the production computing facility.
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