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Convener’s Foreword

This document is the final report of the LHC Computing Grid Project’s Requirements Technical Assessment Group (RTAG) on regional centre category and service definition. The report evaluates the computing situation at regional centres three years after MONARC [6] and the CERN LHC computing review [7], with the experience of first (or some) data challenges on the LHC Computing Grid (LCG). This report should foster the discussion to understand the roles of different categories of regional centres, it should identify points of common interest to be discussed in a future “Regional Centre and Grid Tools Forum” and aims at helping to further develop the LHC experiments computing models. It is another perspective to derive a regional centre categorization according to functionality, capacity, performance, throughput and availability. The material supplied in this document should thus support the architecture planning that will have to be developed to meet these requirements.

The Grid metaphor intuitively gives rise to the view of the e-Science infrastructure as a set of services that are provided by particular individuals or institutions for consumption by others. Given this, and coupled with the fact that many research and standards activities are embracing a similar view, we adopt a service-oriented view of the LHC Computing Grid throughout this document. This view is based upon the notion of various entities providing services to one another under various forms of contract (or service level agreement). The main focus lies on the definition of services to be offered to run the LHC prototypes and guarantee a robust LHC computing environment. On the basis of service definition a mapping of services should be obtained to the regional centres that are offering the services. This service oriented view should allow defining a categorization of regional centres that is essential for planning, fund raising and would give guidance for the successful deployment of the LHC production Grid at the end. It is expected, however, that we have to review this report once more for the TDR at the end of phase 1 of the LCG project, in order to get a more detailed view once further practical experience with the experiments computing models is available.

There is an ongoing discussion concerning the question of a tiered model versus a non-tiered model of computing. The editor personally believes that a mixture of the two should be recommended because some use cases may be best described by a tiered model (I think of centres such as Brookhaven or FermiLab in the US and Lyon in France) and others may be better described by a cloud model such as the one in Spain or in The Netherlands. Some participants to the RTAG would even favour the introduction of another word than Tier0-4 because a given level meant a classification and nobody wanted to be at the bottom of the scale. A useful model could be a hierarchy superimposed on a cloud, where the cloud is only useful to express that the structure of the data flows, and the inter-relations among the centres, is to be worked out, the real implementation at the end will be somewhere in between, and every country will contribute in a way that is settled best with its funding authorities.

Given the large number of RTAG members and written contributions, it was not always easy to identify and single out the points of common interest made during the discussions. Not being a member of any LHC collaboration, the editor tried to treat and edit the individual contributions without bias, respecting everybody’s view.

Marcel Kunze

FZK, June 2002

Application area

The area of application of this document is the offline computing of the four LHC experiments and the deployment of the LHC Computing Grid.
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Glossary

	Analysis Object Data (AOD)
	Event information containing the kinematics of the interaction reconstructed final state and additional information about the event. The exact content of the AOD is experiment dependent. AOD are the data with which most of the physical analysis is done with and are obtained from ESD. Typical size: ~10KB/event (250 KB/event on average for ALICE).

	Condition Data
	Data that describe the condition of the detector at the moment of the acquisition of the events. These include the status of the detectors and their electronics, the exact position and configuration of the detectors and their calibration, i.e. the relation between their output and the physical quantity they are supposed to measure (position, energy, time etc).

	Event Summary Data (ESD)
	Complete event information after reconstruction. ESDs are produced from RAW data and contain fairly complete information about the event. The exact content of ESD is experiment dependent. Typical size: ~500KB/event (100KB/event for LHCb, 2.5MB/event on average for ALICE).

	Experiment framework
	Software system, usually specific to a given HEP experiment, which provides services such as data access and storage, error handling, event visualisation and so on, to the different software modules used in the experiment.

	Grid
	Set of distributed heterogeneous resources and software (middleware) that allows transparent access to these resources.

	Grid middleware
	Grid software that allows to access distributed resources.

	Monte Carlo Simulation
	Simulation algorithm where an appropriate sequence of random numbers allows the prediction of a real process. Monte Carlo programs in HEP are characterised by an input (initial conditions and run parameters) that usually is much smaller than the produced output.

	PROOF
	The parallel ROOT interactive analysis facility

	Raw Data (RAW)
	Data as produced by the detector data acquisition system and recorded during data taking. Typical size: ~500KB-40MB/event.

	ROOT
	An Object Oriented framework for data analysis widely used in HEP (http://root.cern.ch)

	Tag Collection (TAG)
	Data associating events with summary information coming from the reconstruction process (typically <1kB) to allow event selection without reading the events themselves. A Tag may associate a pointer to each event. Typical size: ~1KB/event (10KB/event for ALICE).

	Virtual Organisation (VO)
	A particular distributed community of Grid users working for the same employer or project. VO users share common privileges and resources on the Grid.


1 SC2 mandate to the RTAG

The SC2 mandate to this RTAG was as follows:

· To suggest for the Phase I of LCG regional centre categories and the services to be offered

· Identify the services and functionality required at regional centres of the different categories

· Review the concept of hierarchical regional centres versus a “Grid” of regional centres and propose categorization of the different regional centres

1.1 Guidance from the SC2

The result of the RTAG should give guidance for the planning of the different regional centres.

1.2 Makeup

The RTAG members were representatives from regional (Tier-1) centres:

L. Bauerdick (USA), K. Bos (Netherlands), T. Cass (CERN), M. Delfino (Spain), J. Gordon (UK), J. R. Hansen (North European Countries), V. Ilyin (Russia), M. Kunze (convener, Germany), D. Linglin (France), T. Mashimo (Japan), F. Ruggieri (Italy) 

Four representatives from the LHC experiments:

N. Brook (LHCb), P. Capiluppi (CMS), A. Putzer (ATLAS),  Y. Schutz (ALICE)
And additional expert members at chair’s discretion:

H.Newman (CalTech)

1.3 RTAG timetable

Besides e-mail exchange and phone calls the RTAG had “face-to-face” meetings on April 23rd, May 2nd, May 13th and May 29th and delivered an interim report to the SC2 on May 3rd. The final report to the SC2 has been delivered on June 7th, 2002.  

2 Computing Model

It is beyond the scope of this document to give a detailed description of the physics data processing model, an excellent overview has been published elsewhere [4]. In short, we have to consider two main cases of computing activity:
· Organized jobs. The input is a pre-determined set of events accessed sequentially, processed and then written out, in a different format, suitable for calculations to be performed in a subsequent phase. A production team manages the data processing; simultaneous requests to the same input dataset are minimised by a proper organisation of the production.

· Chaotic jobs. The input is typically a selection/analysis algorithm to be applied to a very large dataset. Users can submit jobs of this kind at any time, simultaneously asking for the common input datasets.

It is a general problem to find a common service model to adequately cover both areas of scheduled and spontaneous computing. We do not discount that both fields may need a different treatment in the deployment of the LCG. While it is reasonably simple for the individual experiments to define common services, organization and agreements for the scheduled jobs, it is a challenge to define the corresponding structure to deal with spontaneous activities. A common basis of foundation class libraries can perhaps be found for all the experiments in that case, however the final implementation of applications might be as different as the detectors.

Experiments want to access and exploit distributed computing resources (i.e. common resource as well as the many experiments dedicated resources) that may be shared with other Virtual Organizations, for processing and analysing the data coming from the detectors. In this distributed environment they need access to:

· Code and applications

· Real or simulated data

· Conditions data

Experiments may want to have control of the services and resources they need to accomplish their scientific programs and a possible scenario for Grid deployment will have to take this into account.  

When addressing the regional centre classifications and roles, the experiments require well defined commitments also on:

· Availability of resources “in time”

· Possibility of injecting extra funded resources

· Guarantee of prioritisation and authorization

· Support and development for specific software needed 

· User  support

In order to derive requirements that are useful for a categorisation of the regional centres, insight is needed into the experiments current computing models and into the use cases behind the various physics computing activities.  Specific use cases like for example all the experiments needing the capability to perform interactive physics analysis will have an impact on the service catalogue to be offered. The LCG project is going to provide a new and common environment of the basic architectural components to realize computing models. In view of this important offer for common ground-laying work the experiments computing experts have contributed to this RTAG on the basis of their current best knowledge.

3 Regional Centre Categories

Binding a resource to a single experiment or even research discipline is not advisable from a Grid operations point of view. Users or VOs of the LCG should much rather get a guaranteed “lease" on a certain amount of CPU cycles or disk space, such that resources and administrative personal could be shared in a synergetic way. It remains to the user community to adapt their tools to fit into the future LCG framework, and the regional centres should make sure that this framework is operational according to the needs of the experiments.

Most computing centres participating to the LCG serve more than one LHC experiment. Moreover many of them, as the German RDCCG centre at Forschungszentrum Karlsruhe, for instance, have to deliver services for all of the LHC experiments in addition to non-LHC experiments [8,9]. A similar situation exists in France (IN2P3, Lyon), the UK (RAL) and other centres in Europe, US and Japan. A first rough regional centre classification scheme might thus simply take into account the number of resources and services offered and the size of the client base to be served. 

On the contrary to this simplistic view for our distributed facilities based on commodity hardware we expect the Grid middleware to enable the sharing of resources, in a manner similar of what an operating system of single processors (or SMP machines) is doing seamlessly now. Thus, we need 

· Openness to every member of collaboration, through appropriate rules (common certificates, security, enough resources to accommodate a large number of users).

· Assurance that primary data (master copy) stored at the centre will be accessible for the required period of need.

· Mass storage (not only quantitative, but qualitative in terms of safety) to handle RAW and ESD. A big constraint comes from the expected "100% availability". Service of mass storage of course puts as well some constraints on the service of CPU and network bandwidth as the corresponding data have to be moved in and out.

· Support of analysis specific data formats (including objects and metadata) 

· Level of human support: besides 24/7, all non experiment-specific services should be supported (operators, experts, maintenance of hardware, networks, middleware, databases...) 

· Commitment to maintain and upgrade the available computing resource and services for the LCG project.

In order to derive regional centre categories we need to

· Identify tasks and corresponding services

· Estimate the quality of service necessary to get the job done

The following list of tasks could serve as a guideline to derive regional centre categories.

3.1 Tasks

3.1.1 Data Production and Reconstruction

The requirements for a production and (re-)reconstruction centre are:

· Must satisfy “planned” large call on computing resources

· Must allow for pre-booking of resources

· Should have ability to access to Grid aware input files (RAW)

· Should have ability to update VO catalogue and metadata

· Should have ability to access conditions/geometry/calibration databases

· Output files (ESD, AOD etc.) need to be made Grid aware:

· update metadata/catalogue files

· transfer output file to 24/7 access storage element

3.1.2 Monte Carlo Production

The requirements for Monte-Carlo production sites are the following:

· No need for general 24/7 access to Grid

· No need to access Grid enabled files during processing

· Should offer “CPU scavenging” mode of operation, i.e. make best use of idle CPU cycles

· Should offer Grid portal to CPU resources

· Should have ability to update VO catalogue and metadata

· Should export produced dataset to Grid aware (local) storage element

Costs might be saved if sections of the system are designed for special applications instead of trying to design one huge general-purpose Grid. For example, typical Monte Carlo simulations in high energy physics are up to date often CPU bound and might not necessarily require expensive high speed interfaces to mass storage and fast switches, in contrast e.g. to typical filter jobs or interactive data-mining jobs running over large data bases. It is assumed that the resource brokers will schedule jobs correspondingly according to the information published by the Grid information services.

On the other hand the inclusion of pile-up simulation for the LHC hadron-collider requires a quite different computing scenario: each simulated event has to be over-layered with up to 200 minimum bias events, which significantly increases the I/O requirements. The impact of this need is already well known within the LHC Experiments and has to be better understood in order to define regional centre commitments on service capabilities.
3.1.3 Physics Analysis

Physics analysis requirements for a regional centre are the following:

· Should stand strongly varying load induced by “chaotic” access to computer resources

· Must offer 24/7 access to RAW/ESD/AOD via Grid

· to first order data available at  local Grid aware storage element

· ability to replicate file on the fly from another Grid aware storage element

· Must offer 24/7 access to conditions/geometry/calibration databases

· Should offer interactive access to resources via Grid

· include graphics capability

· Should offer option to make output files Grid aware (not necessarily 24/7)

The points mentioned above need to be better understood in the light of the many progresses since the MONARC studies and CERN LHC review on Computing and the LCG PEB planning should try to design a roadmap to a more refined and common solution.

3.1.4 Interactive Physics Applications

Interactive work in the Grid framework is another important issue
. An interactive grid framework does impose several constraints on the resource use, and already several projects have been launched to produce the corresponding middleware and implement distributed data-mining technologies. In the area of interactive physics analysis it could be useful that some sites set up powerful high throughput clusters to navigate very rapidly through a vast amount of data. Interactive applications could take advantage of such a special infrastructure and would enable superior data-mining services. 
Another area of concern may be applications that might need dedicated low-latency system area networks for inter-process communication: There might be long lasting parameter optimization studies based on evolutionary strategies and specific analysis tasks (fits) that might benefit from parallel processing.

3.2 A possible Categorization Scheme

A possible categorization scheme for regional centres could be based on service qualities as follows:

3.2.1 Tier1

· CPU cycles (Grid enabled computing elements), advance reservation

· Disk storage, resident and temporary (Grid enabled storage elements), advance reservation

· Mass storage (Grid enabled storage elements), advance reservation

· State-of-the-art network bandwidth, quality of service

· Commitment to provide access to primary/master copy of data over lifetime of LHC

· Commitment to provide long-term access to specific analysis data

· Commitment to resource upgrades as required

· 24/7 services and resource support

· National support role

· Training and user support

· Interactive support for particular applications

3.2.2 Tier2

· CPU cycles (Grid enabled computing elements)

· Disk storage, maybe temporary only (Grid enabled storage elements)

· May have mass storage

· Sufficient network bandwidth for inter-operability

· A weaker commitment to provide access to data over LHC lifetime

· A weaker commitment to provide long-term access to specific analysis data

· A weaker commitment to resource upgrades 

· Focused user support

· 24/7 service but with no guaranteed short-time “crash” response

3.2.3 Tier3

· CPU cycles (Grid enabled computing elements)

· Local storage (not necessarily Grid enabled)

· Focused commitment to data access or resource upgrade

· Only local user support

· Focused services for agreed and day-by-day analysis activities

· Local interactive support

3.2.4 Tier4

· Enable Grid access

· Provide experiment specific tools

After we have examined the tasks and regional centre categories, architecture models need to be set up and investigated in order to determine how many centres of each category would be needed. This issue is considered a primary goal of the LCG phase 1 project.
4 Architecture Model

Since the MONARC studies, there have been changes and developments of new concepts, like

· the very rapid development of networks with multi-Gbps bandwidth accessible now, five years before LHC start

· the development of intelligent distributed systems

· the successful deployment of LHC Tier-1/Tier-2 testbeds in Europe and in the US

· the deployment of prototypical production services, "Grid enabled" production prototypes and of prototypical analysis services

· the move of the storage industry to "storage virtualization", developing distributed storage as a networked system that can be viewed as a single logical resource

· our experience with scalability limits of database services, that hint at the need for multiple copies, and thus the need to correct the estimates for data volumes

These changes call for new studies, and we have to develop the LCG computing model in the view of rapidly changing technologies.

Given the set of desiderata and requirements from the previous sections, a key question in designing and building Grid applications is what is the most appropriate conceptual model for the system? The purpose of such a model is to identify the key constituent components (abstractions) and specify how they are related to one another. Such a model is necessary to identify generic Grid technologies and to ensure that they can be re-used between different Grid applications. Without a conceptual underpinning, Grid endeavours will simply be a series of handcrafted and ad hoc implementations that represent point solutions. Hence, it is necessary to propose possible architecture models according to the following procedure:

· Formulate a strategy and see how it works

· Model the resource usage on paper

· Define workload characteristics

· Define degree to which "regional proximity" of tasks to sites is enforced

· Define a number of cost metrics

There is a long way to go in defining the computing model and developing strategies and mechanisms that will allow effective global use in a resource-constrained situation. We need to conceptualize, design, and implement with tools how users should interact with the Grid, and come to a realistic understanding of what can be automated (with Grid tools yet to be written) and which parts involve human interaction and decisions based on information provided to the user as to what he might be able to do within reason. 

As resources are limited it makes no sense to ignore the organizational structures and geographic network structures. As the resources raise above the baseline levels (in some cases way above) one gains increasing flexibility. Production activities, emphasized in MONARC and in the Hoffmann report, are the easy part of the computing model. Distributed analysis, and who does what where with which priority and with which turnaround times, is the complicated parts.
There are two extreme architectural views: the strictly hierarchical model and the fully meshed cloud model. No one in MONARC ever believed that the hierarchical model that was first put on paper in March 1999 is a real hierarchy. As mentioned many times during the Hoffmann review, in much of the world, there is no reason to consider the Tier2 - Tier1 - Tier0 linkage as being dominant or in some cases even relevant. A useful model, and one that is still relevant, is a hierarchy superimposed on a cloud, where the cloud is only useful to express that the structure of the data flows, and the inter-relations among the centres, is to be worked out. There are geographical, administrative and technical constraints at play. One can describe them, and eventually express them in ways that can lead to decision-support algorithms. The abstract concept of Tiers seems useful in that respect and provides an instant picture of part of the structures. It expresses at once hints about the scale of the facilities and some (not all) of their inter-relations. Care has to be taken, however, not to confuse the political aspects with the technical description of the model.

The Phase 1 project needs to ensure that concrete and meaningful tests are made that explore how to provide the "Service Categories" to be offered with the range of architectures, resulting in a "score-board" to be included in the Technical Design Report as to the pluses and minuses regarding cost, reliability as well as technical, financial and social manageability of the various combinations. The instruments to be used for testing and verification are the computing and the physics data challenges.

5 Challenges and Services

5.1 Computing Challenges

Regional centres have to increase progressively their service levels from now to 2007; the Grid deployment plan foresees a "Production Grid" that demands that progressively Tier1's will have to offer partial data duplication and remote reconstruction. This might concern as well
· Data flow from DAQ to mass storage

· High level trigger studies

· On-line reconstruction

· Data replication to remote centres

· Test of the computing models of the experiments

· Quality control and quality assurance of the experiments’ software and the Grid middleware

5.2 Physics Data challenges 

Physics data challenges will proceed in parallel with computing challenges involving mainly Tier1 (including CERN) and Tier2 centres and address the following points:

· Simulation studies organized at the collaboration level by making use of Grid infrastructure (Tier1+2) and middleware

· Reconstruction of raw data organized at the collaboration level by making use of Grid infrastructure (Tier1+2) and middleware

· Analysis left to individual initiative of distributed data and exploiting distributed CPU resources

· Test of the physics discovery potential for the LHC experiments

Assuming that Grid middleware and experiment specific software is available at every level, a regional centre has to offer 

· Mass storage facility: Tier1 for general availability; Tier2s for some dedicated tasks

· Large bandwidth at a high QoS to Tier0 and other regional centres

· Enhanced user support

The corresponding client sites have to offer

· CPU resources with appropriate disk storage capacity

· Large bandwidth to associated regional centre

It is clear that the spectrum and the quality of services offered will vary from the LCG prototypes to the situation where the complete production level LHC Computing Grid will be operational.

5.3 Data Services

Services need to be provided to handle and maintain different levels and instances of experimental data. Those services are referred to as data services. During the LHC prototyping phase the following data services need to be available 

· Data import and export

· Data caching, catalogue, bookkeeping

· Generation and simulation of events

· Reconstruction of events

· Analysis of events

In addition we expect additional data services under LHC running conditions like

· Data access and consistency

· Reprocessing of events

· Production of AOD and ESD

· Distributed physics analysis capability on AOD and ESD

· Interactive processing

Part of the production services will be already developed and gradually offered during the prototyping phase on the basis of simulated events (e.g. Production of AOD and ESD).

5.4 Technical Services

Technical services refer to the reliable and fault-tolerant operation of the underlying distributed computing system (fabric). As such we have

· Monitoring of resources (CPU, storage, I/O)

· Maintenance and publication of resource catalogue 

· Software and document services

· Test of functionality and correctness (QA and QC)

· User support

The full deployment of the LHC computing Grid will demand more services:

· Data archiving and bookkeeping

· Management of resources (CPU, storage, I/O)

· Measure of performance

· Maintenance and publication of resource catalogue

It should be envisioned that part of the production services may be already developed and gradually offered during the prototyping phase on the basis of simulated events.

5.5 Collaborative Services

Collaborative services have to be installed to allow for an international seamless operation of the LHC Computing Grid. These services are very challenging to be deployed in a common environment. While the above two classes of services have a good chance to be achieved both for the prototyping phase and the production phase of LHC running, the collaborative services bear the larger risk. Clear limits and layered functions have to be worked out during the prototyping phase and eventually agreed upon for the final implementation. The computing prototypes require participation in

· Computing challenges

· Physics data challenges

· Control of growing complexity

· VO management

· Grid test beds running and implementation/deployment

· Software and Middleware maintenance/development

· Support and development of experiment specific and common software/framework

In addition the full production and analysis environment demands additional services like

· VO management and support (Coordination of services)

· Grid deployment/support/development

· User support and training

· Human resources inventory (Keeping track of expertise and skills)

In the productive LHC running phase it could well be that some of the special prototype services might remain operational for a certain transition time, e.g. the Grid test beds.
6 Conclusions

It is the common view of the RTAG members that the evaluation of “Regional Centre Categories and Services” has to focus on the commitment to guarantee a certain quality of service over the LHC lifetime rather than amount of resources installed.

This RTAG revisits the regional centre categorization and should help to support the planning of LCG work packages for validation: the phase 1 project needs to ensure that concrete and meaningful tests are made which explore how to provide the service categories to be offered with the range of architectures, resulting eventually in a "score-board" to be included in the Technical Design Report. This table should contain the various options and express the advantages and disadvantages regarding cost, reliability as well as technical, financial and social manageability.

Important aspects to categorize regional centres in view of services are:

· Commitment to guarantee data management at a high QoS for the lifetime of LHC

· Commitment to guarantee state-of-the-art network bandwidth to ensure efficient inter-operation

· Commitment to contribute to collaborative services

The service specification has to undergo a high level classification and a detailed plan of implementation has to be worked out. It might be the role of a further SC2 RTAG to define the specific requirements of service collaboration between experiments and regional centres; it’s the role of the LCG PEB to provide an implementation plan that will match the requirements in the course of the LHC program. The focus of the present document is mainly on the first part of the LCG program and it is expected that we have to review this report once more for the TDR at the end of phase 1 of the LCG project, in order to get a more detailed view once further practical experience with the experiments’ computing models is available.

LCG should delineate a plan to develop the LHC computing model in close collaboration with the experiments and the regional centre representatives. The recommendations to SC2 are:
· Studies and prototyping should be performed to further develop the computing model, leading to a better classification of regional centres and understanding of their relative roles.

· A systematic support program of modelling is vital. A modelling tool should thus be made available and manpower should be made available for development by the LCG project.
· The LCG architecture group should compose architecture models that are validated during the phase 1 tests.

· The LCG PEB should take care to orchestrate and conduct the corresponding tests; formal agreements between the participating centres are needed.
An agreement on the outlines of the candidate models that may make sense should be established first. Sensible candidate models can be compared, but also used to develop optimization algorithms and various tools that will be applicable in monitoring and guiding the real system. Given the situation that networking technology keeps developing twice as fast as the development of CPU and storage, it could be profitable in a few years time to revisit the overall LHC computing model in terms of Grid enabled services in 2004 during the draft phase of the computing MoU.
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8 Appendix

8.1 Service Definition
This section expands upon the view of the high level of abstraction of an e-Science infrastructure as a service-oriented architecture in which entities provide services to one another under various forms of contract. This view can be helpful to realize the strongly interconnected implementation of the experiments and regional centre activities, taking care of the possible common effort and the services to be provided by and to each other. Thus, as is shown in the figure below, the future LCG e-Scientist’s environment is composed of data services, technical services, and collaborative services.
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LHC Computing Grid: Service categories

 

An increasingly common way of viewing large systems is in terms of the services that they provide. Here a service can simply be viewed as an abstract characterization and encapsulation of some content or processing capabilities. Thus, services can be related to the domain of the Grid, the infrastructure of the computing facility, or the users of the Grid – i.e., at the data layer, at the technical layer, or at the collaborative layer. In all of these cases, however, it is assumed that there may be multiple versions of broadly the same service present in the system to assure a reliable and fault tolerant operation.

Services do not exist in a vacuum; rather they exist in a particular institutional context. Thus all services have an owner (or set of owners). The owner is the body (individual, institution or experiment) that is responsible for offering the service for consumption by others and sets the terms and conditions under which the service can be accessed. The relationship between service owner and service consumer is codified through a service level contract (Memorandum of Understanding, MoU). This service level contract specifies the terms and conditions under which the provider of resources agrees the level of availability to the VO. The precise structure of the contract will depend upon the nature of the service and the relationship between the owner and the provider.

It is clear that the spectrum and the quality of services offered will vary from the LHC computing prototypes to the situation where the complete LHC Computing Grid will be operational.

M. Kunze, Grid-Computing and e-Science (FZK)

The LHC Experiment Computing Models

This chapter reflects on the experiments current understanding of their computing models and the information given is more recent than anything else that is available in written form by the time of writing. Thus, it may be an important documented input to any subsequent discussion or planning in the PEB.
8.1.1 ALICE

The ALICE data model is still open. Several models are considered and must be tuned and validated with the forthcoming data and physics challenges. The following considerations will be taken into account for the definition of the data model: 

1. Bringing systematically jobs to the data might not be the basis of the data model if full use of Grid services (Resource broker, replica manager) and of the rapidly changing technologies and performances of networking can be made.

2. Raw data will be stored at Tier0 and exported/distributed to Tier1's for further processing i.e., one original set of raw data plus one copy set. This is a change from our earlier data model where only a small fraction (10%) of RAW data  were copied to regional centres and all reconstructions being done at Tier0.

3. Raw data will be processed several times to produce ESD and AOD; the first pass will be performed at CERN; AOD are duplicated through the replica manager to Tier1's.

4. Additional passes (at least 2) RAW to ESD are distributed in Tier1's; each Tier1 processes in priority the RAW it stores (jobs go to data) but available Tier1's or Tier2's will have the possibility to process remote data (data go to jobs)

5. ESD to AOD processing follows the same schema as 4; several passes ESD to AOD are foreseen (3-5)

6. ESD and AOD are not systematically duplicated but make extensive use of the replica manager

7. RAW to AOD is organized at the collaboration level and concentrated in time under the control of a production manager

8. AOD analysis is distributed randomly in time at the initiative of physics working groups or individuals; it heavily relies on Grid services and parallel processing to guarantee minimum latency; the resources required for this phase of the data model are certainly the most difficult to evaluate and probably will consume the largest amount of computing resources.   

9 Simulations and subsequent reconstruction are performed exploiting the available CPU resources at Tier2's and Tier1's in an organized way by the collaboration. The results are stored at Tier1's and made available via the Replica Manager.

ALICE is developing a grid-like set of services globally called AliEn. This system, which is heavily based on open standards, offers a large portion of the grid functionality. The present plans are to maintain AliEn as an interface to distributed data access for the ALICE users, interfacing it with grid middleware as this becomes stable enough to be used in production.

ALICE has additional requirements for interactive Grid analysis capability using the PROOF system.

Y. Schutz, ALICE

ATLAS

The present model foresees a hierarchy of regional centres, with a Tier0 located at CERN, a number of main regional facilities and lower level Tiers. The categorization of the regional centres is on the basis of the services they offer to the ATLAS community. The CERN computing system (Tier0 and Tier1) will be mainly dedicated to the data acquisition, the calibration of the detectors, the processing of the raw data and will be part of the overall analysis facilities. 

The proposed scheme envisages recording the raw data, selected by the high level trigger, locally at CERN. A preliminary event reconstruction will be performed on all data at CERN, a few hours after data taking. For this processing, basic calibration and alignment data have to be available. The reconstructed data (ESD) will then be replicated at a small number of regional centres via the wide area network, such that all data will be accessible by all ATLAS members at two or more regional facilities. The Monte Carlo production will be done exclusively in the regions. The raw simulated data will stay where they are produced (or moved to the closest regional centre/Tier1). For the Monte Carlo ESD the same distribution strategy will be applied as for the real data.

Therefore, each Tier1 regional centre (also the CERN Tier1) will hold ~1/3 of the full ESD on disk and the full AOD. No local backup of the ESD is needed, since another copy should always be available on disk somewhere (and one complete copy on tape in the CERN Tier0). In this model it is foreseen that each regional facility will keep also ~1/6 of the previous version of the ESD on disk, such that each event will be directly accessible. 

The typical ATLAS user will copy small samples of the AOD and ESD to his local disk and use these data to test his/her programs. If access to more data is needed he/she will use the Grid middleware to access the distributed virtual offline computing facility and make use of the necessary resources wherever it is most efficient. Unless very small samples of events are involved we envisage that the programs will be sent to the data.

It is assumed that the synchronization of the data, the resource brokerage and the authorization handling is taken care of by the Grid middleware.

The new ideas will be tested in a serious of data challenges to be performed during the prototype phase (2001-2005). The experience gained during these exercises and in the various Grid projects will be used to formulate the ATLAS computing TDR, which is due, according to the present planning, at the end of 2003. Modelling, using the MONARC modelling tools, will help us to extrapolate the findings from the data challenges to the full system.

A. Putzer, ATLAS
8.1.2 CMS

The hierarchy of Regional centres must rely on services, functionalities and organization (VO). Of course to provide a certain kind of service a certain amount of resources (hardware, software and personnel) is required. It may happen that different level of the same service can be implemented as needed at the regional centre, so giving a classification of a different level of Tier.

CMS is on the way of re-defining its model and gain a better definition of the physics and data challenges; therefore many of the considerations are just preliminary, with a large degree of uncertainty. The persistency issue of “objects” and the complexity of the different Physics analysis, driven by the hadron-collider trigger capabilities, have to be studied, planned and finally tested before implementation. A simple (many more complex ones are described in the Experiments’ Use Cases RTAG report) example is the job-to-data or data-to-job issue. Both approaches are considered by CMS, in a Grid "vision". Of course the choice will depend on the metrics applied by the resource broker and the resource manager algorithms. Algorithms have to consider the quite infinite possibilities of specifying the parameters of the choice by the user at the very algorithm level, or specifying the high level metadata choice (predefined by the Experiment Analysis Team, or by the Analysis Group) as probably the “dataset” concept reside. The algorithms in the above simple example must take into account that "normally" jobs will try to run "near" the user while doing analysis (Tags and n-tuples will move to the job), and that jobs scheduled (ESD and partially also AOD creation) will be submitted where the data mostly already are resident.

There are no obvious choices without a robust development and measure on testbed implementations. 

P. Capiluppi, CMS
8.1.3 LHCb

The LHCb computing model is still under discussion. The model will be driven by a series of data challenges to be performed during the prototype phase, the first of which has just commenced. The experience accumulated will drive the experiment’s computing model culminating in the computing TDR. 

Currently LHCb favour sending jobs to the data but realise as the Grid services develop and the network performances improve that this approach will need to be re-assessed. Raw data will be stored at Tier0 and will not by default be distributed to the Tier1's. The raw data will be processed to produce ESDs and AODs. It is envisaged that these datasets will be produced several times a year. (It could be imagined that some of the later passes through the RAW data could be performed outside of CERN.) It is desirable to distribute all ESD and AOD real data to the five Tier1 centres (<1Pb /year, 109 events).

In general, the LHCb computing needs are dominated by MC production. The Monte Carlo data set per year will be comparable in size to the experimental data set. It is assumed that 107 events per year will be used for analysis. The Monte Carlo production RAW data differs with respect to the “real” data, as it is produced external to CERN. The subsequent AOD/ESD will be moved to "local" Tier1 centres. The ESD and AOD are not a priori copied to all Tier 1 centres but it is hoped to make use of the replica manager. It is assumed that a large local cache will be available at Tier 2 centres to allow temporary copies of AOD & ESD data. There will be a general need for mass storage to ensure accessibility to “old” datasets.

An alternative model assumes that it is necessary to move only about 1% of the data sets after a first pass on the data with a series of selection criteria.
The AOD analysis will be of a chaotic distributed nature driven by the physics working groups or individuals. It is this stage of analysis that will rely most heavily on the Grid services. Before attempting to perform distributed analysis during the data challenges it is difficult to present an evaluated computing model.   

ATLAS and LHCb share a common software framework. It is hoped that a common interface between this framework and the Grid services will be developed. Currently this is foreseen to be some form of component model based around a software “bus”/backbone.

N. Brook, LHCb
 The Hierarchical Model

Real data

The processing of real data is performed at CERN (production centre), while the regional centres are mainly simulation production centres. All processed experimental data needs to get from CERN to regional centres. CERN as the production centre should trigger the distribution and update of this data to the Tier1 sites (Push model).

In addition to the strictly hierarchical model described above the deployment of a Grid infrastructure would allow to also process raw data in the regional centres and the distribution of data at different versions of processing would be controlled by use of the replica manager.

MC-Data

The procedure is not as clear as for real data because of distributed Monte Carlo production. AOD stay at “local” generation Tier1 and the analysis jobs are moved to data until some access threshold is reached which triggers transfer of data (ESD/AOD) to user’s local regional centre. It is assumed that lower Tiers will have large caching for datasets stored at local Tier1 and that a Tier1 will have a mass storage system to store master copies of data replicated at Tier2. 

The Cloud Model

Resources and services are available through an Internet portal and requests are directed to appropriate sites. Consequently, if we focus on services, a corresponding model would formulate the existence of "Grid Service Exchange (GSX)" points rather than Tier1 centres that feed a certain client community (“Grid Service Zone“): It would be the task of the GSX to manage the transitivity of user requests through the Grid cloud. What used to be called a Tier1 should now be called a Grid Service Exchange, where:
· A Grid Service Exchange coordinates a "Grid Service Zone" containing a substantial number of data storage, transmission and processing resources in such a way that they can homogeneously and securely work collaboratively with other Grid Zones in the LHC Computing Grid.

· A Grid Service Exchange is responsible for arranging the storage and maintaining the accessibility at an agreed throughput of all official datasets generated within its "Grid Service Zone" to other Regional Centres in the LHC Computing Grid.

· A Grid Service Exchange is responsible for enabling users in its "Grid Service Zone" to process all official datasets in the LHC Computing Grid. (Note it may do so by replicating the data and running jobs or by making arrangements to forward the jobs to where the data is).

What used to be called a Tier2 should now be called a Grid Zone Centre, where:

· A Grid Zone Centre coordinates data processing activities for users in one or more institutes within a Grid Service Zone, in order to enable them to perform simulations and analyze LHC physics data. (Note it may do so by requesting or storing data from/to a Grid Exchange or by making arrangements to forward the jobs to resources hosted by the Grid Exchange or other Grid Zone Centres within its Grid Service Zone.)

What used to be called a Tier3/4 should now be called a Local Grid-enabled Resource, where:

· A Local Grid-aware Resource provides the direct support for the end-user to perform simulations and data analysis. (Note it may do so by requesting or storing data from/to a specific Grid Zone Centre or by making arrangements to forward the jobs to resources within the Grid Service Zone.

M. Delfino, Spain

A Sample Implementation: DutchGrid

At Nikhef we run clusters for general D0 Monte Carlo simulation, reconstruction and data analysis. We also have D0 PhD students at the institute that we want to help and they have the right to call on the resources we have at our institute to finish their theses on time. For that reason we have programmed the scheduler such that their jobs have priority over the general D0 execution. As it turns out they use only a few percent of the available resources so we don’t have to go much beyond this simple scheduling model. For a regional centre which may serve as much as a whole country with many university groups I could imagine that a more elaborated scheduling is needed. However, this shouldn’t’ break the principle that grid resources at regional centres are for the grid as a whole. At this moment of time it may be that this model holds better for centres within Europe and less for centres with long network latency such as the US and the South East Asia. I could also imagine that there may be political reasons local deviations of the general principle.

We use Condor Pools for Monte Carlo simulations and also there we have no choice in which hardware was bought. We just run on any cluster where our programs work and if they don’t work we change the programs just to be able to use as many resources as possible.

Our strongest point probably is the high bandwidth network of SURFnet that interconnects the academic world in Holland. All partners in our national DutchGrid initiative have at least a 1 (sometimes a few times 1) Gbit connection to SURFnet and the backbone is 20 Gbit right now. The Academic Computer Centre SARA has tape robots with 20 TB storage capacity for us. They collaborate with us to form the Dutch Cluster for LHC computing and will take care of mass storage. At present they already collaborate with us in the EDG project. Some of the participating university groups have their own farms or have set up Condor Pools for Monte Carlo work using the idle workstations overnight. The high bandwidth network allows any university group to use the central mass storage at SARA and also migrating data and/or programs between the farms in the different cities is no big deal. As from the outside, the Dutch Cluster could be envisaged as a single regional centre. We just not happen to be in one building but the interconnections are so good that you don’t notice. I hope it is clear from this already that in our case the hierarchical Tier1-4 model does not fit. 

I wonder how much this picture will scale to the whole of Europe 5 years from now. And even to a scale of Europe plus the US if you realize that we already have lambda’s with multiple Gbit possibilities between Amsterdam (i.e. SARA) and Chicago and Amsterdam and CERN.
K. Bos, Holland

Future Options

Given the situation that networking technology keeps developing twice as fast as the development of CPU and storage, it could be profitable in a few years time to revisit the overall LHC computing model in terms of services. These considerations might include not only aspects of the high-level trigger farms but as well aspects of Tier0 functionality (e.g. storage of raw data). Given the availability of TeraBit QoS and corresponding fan-in/fan-out hardware at affordable cost the actual location of resources would play in fact a minor role and corresponding services could be dynamically offered by regional centres upon actual need
. In the following, ideas are presented that have been discussed and that were considered “adventurous” and “very artificial” by some of the RTAG members.

High Level Trigger

The idea of remote triggering has been studied in D0 at FermiLab, it is part of the CrossGrid WP1.3 deliverable to Brussels and ALICE is considering testing the following scenario:

The maximum logging event rate is about 100 Hz and a reduction of 107 has to be performed by the multilevel trigger system of each experiment. The low-level triggers are implemented in hardware and accepted events are submitted subsequently to the High Level Triggers (HLT) computing farms where sophisticated algorithms select events showing the desired features. An interesting issue is the time needed to process these HLT procedures for a particular event: Though the average time is usually less than a second it is possible to have large queues with events being processed for more than 10 seconds. These particular events could possibly over-saturate and block the standard trigger farms. In order to remedy the situation it could be considered to send these problematic events for triggering to remote processing sites, clearing the fast links to the busy processors at CERN farms.
A high-bandwidth network connection with defined quality of service from CERN to potential HLT sites is an indispensable requirement. Before the remote processors will be able to digest events, however, the latest calibration and alignment databases have to be transferred to their location; similarly it has to be made sure that the latest versions of the selection algorithms are transferred and available. These boundary conditions could be satisfied by the common Grid infrastructure (Replica manager).

Remote HLT filtering could be useful in the following circumstances:

· Events with long processing times can be submitted to remote farms.

· The LHC may sometimes require higher data acquisition rates for testing and commissioning purposes. 

· Extra HLT processing cycles for longer and more sophisticated algorithms can be readily made available on a dynamic scale.
M. Kunze, CrossGrid





























































































































































































































































































































































































































































































































































� “The Tiers are useful and provide an instant picture of part of the structures. Assigning arbitrary names is one's prerogative for internal use, but should not be used to replace an abstraction (the tiers) that expresses at once hints about the scale of the facilities and some (not all) of their inter-relations. I don't like to see the political aspects get confused with the technical description of the model. Arbitrary names, without a useful technical abstraction, just obfuscate (or "cloud") the Model and will impede progress in better defining it.” (H.Newman)


� “The use of 10 Kbytes/event for AODs may be misleading, particularly if this is to be the data-form used for "most of the analysis". From the start the only way I could conceive of one doing useful analysis on an LHC event with 10 Kbytes, is that there is a very efficient way to extract and handle object sub collections, where each small group and indeed many individuals have a different subset. This makes the model very different from the idea (not feasible I claim) that there is one set of AODs for the collaboration. There are deep implications for persistency, for example. A very robust database system, managing and/or delivering these collections will be a requirement. Similar remarks apply to the 100 Kbytes ESDs. For in-depth development and/or some parts of the calibration, it is hard to use only 100 Kbytes/event. Unless one can extract and handle sub collections easily; nearly-never going through large numbers of full ESDs (which are clearly well above 100 Kbytes/event -- even in the present productions). Finally, even with presumed database facilities (merely a presumption) as indicated above. Getting down to an effective 10 Kbytes/event for AODs, and 100kbytes/event for ESDs (a subset of the full AOD and the full ESD respectively) is nothing  more than a worthy goal for now -- until serious studies and prototypes aimed at reducing the dataflow are done.” (H.Newman)





�Interactivity is a long ongoing debate within most of the experiment specific Grid projects, and the LCG PEB has the opportunity to state a clear answer in terms of real testing and deployment: Do the interactive LHC experiments’ applications really need a truly “interactive” solution, or do they only need a “fast batch job response in time” ?


� Including CERN: In this context CERN is regarded the largest regional centre
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