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Introduction

CMS is currently engaged in the preparations for the Computing TDR and thus many of the details, and indeed strategies of the Computing Model are subject to change in the near future. For this update we have changed the model very little compared to that discussed during the LHC Computing Review and the T0 re-costing exercise of May 2003. The key changes will be called out below together with their impacts.

CMS must note that choices of trigger rates, data-volume, calibration samples etc., are made to maximize the physics output within the constraints of resources available. It has previously been shown (in LHCC presentations [ref]) that CMS and ATLAS requirements on trigger rates for a given physics reach are approximately equal. It is therefore the CMS assumption that the total computing resources required by CMS and ATLAS are expected to be approximately equal, but that within this equality the experiments may optimize their physics reach independently. We present here a base scenario based on the 100Hz trigger rate of CMS as in the DAQ TDR. Based on the next round of, presumably “equal” allocation of computing resources between CMS and ATLAS, we will re-optimize this scenario to maximize the physics of CMS.

As for the Hoffman report and last years re-costing for the CERN T0/T1 exercise, the numbers we present are based on the computing required for LHC operation at 1034 luminosity. We assume a spending profile building to this scale over three years of 30%, 60%,100%. (This gives a steeper rise in actual capacity due to Moore’s law effects.)  In reality we will of course re-optimize this scenario based on the likely funding profile, when we have the next iteration, and on the likely luminosity performance (differential and integrated)

Updates to the computing model

The most important model update affecting the CERN T0/T1 concerns the number of copies of the raw data. In the LHC Computing Review the plan was to keep at CERN two copies of the raw data, one on active tape and the second on shelved, or archive, tape. Current CMS thinking is that the second copy should not be at CERN but should be distributed over the external T1 centers. At a data taking rate of 100MB/s, actually with a duty-cycle of about 50% of 24 hours, such transfer seems within reach of the WAN capabilities. It offers the same safety as a second CERN-based copy, but also opens up considerably more flexibility to respond to possible bottlenecks in the tape system at CERN. Likewise it allows the possibility of even delaying some reconstruction to the offsite T1s. This flexibility can be very important particularly in the early days of LHC running when the ability to respond to a changing but probably resource-starved environment will be important. The effect on the total tape requirements for CMS is neutral, but there would be a net transfer of responsibility from CERN to the external centers for maintaining of the second copy, coupled with a net increase in the possibilities for using the external centers more effectively. 

CMS has decided that the advantages in maintaining a full copy of the ESD (Physics Dataset or “DST”) outweigh the increased costs. At the time of the LHC Computing Review only 40% of the ESD was assumed on disk. We consider this to lead to a risk of non-optimal tape I/O (thrashing) and therefore propose to maintain 100% of the ESD at each T1 center.

The recently submitted CMS DAQ-TDR is currently under review by the LHCC. The best current estimate for a trigger rate compatible with ensuring the ability to do the most important Physics of LHC/CMS is 105Hz. This is a result of rather detailed study and compares with the estimates used during the LHC Computing Review of 102 Hz. For consistency and simplicity we continue to use the figure of 100Hz in our calculations. CMS believes this is a minimum safe figure to allow the most important Physics to be properly analyzed; this figure will be subject to extreme upward pressure to allow access to more Physics possibilities. It must be kept in mind that the rate of interesting Physics at LHC will be enormous and the triggers cut deeply into that Physics reach and are the result of strategic choices in the same way that the choice of detector elements are strategic choices of the specific experiments.

It is the CMS assumption that computing resources at CERN will eventually be managed by the appropriate bodies and that in particular the division between CMS and ATLAS will be equal. Only under this assumption can the correct feedback mechanisms act on CMS and ATLAS to use those resources optimally.

Resource requirements in the early years of LHC running.

We assume that the LHC will start in 2007 as planned. The CPU and DISK capacity will be at about 25% of the final system for the 2009 run. Events will be smaller due to the lower luminosity that also results in faster pattern recognition and thus we expect to be able to work, albeit with difficulty, in this highly constrained resource environment. The CMS online farm where the high-level trigger operates will also be at a minimum size and thus barely able to filter efficiently. The detector will be barely understood and there will be a need for very large calibration samples to bring the experiment into correct operation. For almost any integrated luminosity scenario, CMS would take data at the maximum rate possible for the purposes of detector understanding, calibration, physics and to prepare for full operation as the luminosity increases. The data taking rate, and thus the integrated tape requirements are to first order independent of the actual luminosity of LHC, though the later activities (analysis, calibration etc) will surely depend strongly on the actual luminosity performance.

Roles of the Tier-1 and Tier-2 Centers.

We expect the Tier-1 centers to be largely resources for the whole of the CMS collaboration. These are the places where the large-scale processing of large datasets will be performed according to priorities set in some way by the collaboration as a whole. Within those priorities and resource constraints, all members of CMS can make use of the resources of the Tier-1 centers. However most of the CPU cycles at a Tier-1 will be dedicated to collaboration endorsed massive processing.

We expect the Tier-2 centers to also be resources for the whole of CMS, but that there will be stronger regional control over the priority sharing between physicists. Since we assume that the major resource for individual physicists to analyze the data will be the Tier-2 centers, it is a prerequisite that a plan exists whereby all CMS physicists have access to at least one Tier-2 center. The Tier-2 centers are also expected to be the major resource of the collaboration as a whole for event simulation. (In our models the resources of the tier-2 centers are roughly equally divided between simulation and analysis activities.)

We assume that there are 7 Tier-1 centres available to CMS: Currently we expect them to be: CERN, CNAF/Bologna, FNAL/Chicago, GridKa/Karlsrhue, IN2P3/Lyon, PIC/Barcelona, RAL/Oxford. CERN is a special case of a Tier-1 center in that there is no need for additional mass storage of the raw data as that is assumed to be in the Tier-0 resources, however the CERN Tier-1 will need separate Disk-Servers/Buffers to those the Tier-0 to avoid resource conflicts. We further assume that there about 25 Tier-2 centers.

Updated resource estimates.

The assumed LHC/CMS running parameters are:

	HLT acceptance rate
	100
	Hz

	Days of Running/year
	200
	

	LHC Live time
	50%
	

	Number of Raw Events/Year
	109
	


The key parameters of the CMS event size and processing times are:

	Raw Data Event Size
	1
	MB

	Simulated Event Size
	2
	MB

	Data Event Summary Size (DST/ESD)
	0.5
	MB

	Analysis Object Size
	0.1
	MB

	TAG Size
	0.05
	MB

	Reconstruction Time
	27
	kSI2k.s/ev

	Simulation Time
	45
	kSI2k.s/ev


We derive the tables below from the excel tables at  http://somewhere. 

We assume efficiency factors of 85% for scheduled CPU and 60% for chaotic CPU. We assume disk utilization efficiencies of 70%.

We have estimated WAN rates without including efficiency factors.

With these assumptions we obtain the following specifications for a CMS Tier-1 center (not at CERN):

	HLT Rate
	100Hz
	150Hz
	200Hz
	

	CPU
	2100
	2300
	2600
	KSI2k

	Disk
	1450
	1625
	1800
	TB

	Active Tape
	1070
	1200
	1460
	TB /year

	Tape I/O
	400
	
	
	MB/s

	WAN I/O
	1
	1.5
	2.0
	Gb/s


We estimate the total CMS related CERN WAN I/O rate to be 8Gb/s.

In passing from 100 to 150 to 200Hz we have re-optimized the number of copies of the ESD kept around the Tier-1 centers to keep the resource requirements under control.

The total Tier-1 computing requirements for CMS are to first order independent of the number of Tier-1 centers; the integral is essentially constant. Thus if we in fact end up with for example 4.5 “effective” full-scale Tier-1 centers we would then need to scale up the above parameters for each effective Tier-1 center by 6/4.5

For guidance, we estimate for the 100Hz baselinethe total cost of such an installation for three years of data taking to be 5.5MCF, of which approximately 1MCHF is for CPU, 2MCHF for Disk and 1MCHF for TAPE I/O and 2MCHF for Tape media. We have not estimated the WAN costs in these figures. We have used the PASTA 2 costs table for these estimates, not the more recent PASTA 3 numbers.

Similarly for a Tier-2 center we obtain the following estimates: 

	HLT Rate
	100Hz
	150Hz
	200Hz
	

	CPU
	310
	380
	450
	KSI2k

	Disk
	190
	220
	250
	TB

	Archive Tape
	115
	130
	150
	TB /year

	Tape I/O
	100
	
	
	MB/s

	WAN I/O
	50
	60
	75
	Mb/s


For the 100Hz baseline which we estimate a total three year cost of 1.25MCHF, of which approximately 300k for CPU, 500k for disk and 500k for tape. Of course we expect that some of the Tier-2 centers may contract with one or more Tier-1 centers for the actual archive tape storage of their local requirements, but that nevertheless these costs will be real and someone will need to pay them somewhere.

We note that doubling the HLT acceptance rate to 200Hz (rate to tape) would, without further optimization, essentially double the Tier-0 costs and add 60% to the Tier1 and 30% to the Tier-2 costs. Clearly further optimization would be investigated. Examples would be less total reconstruction time due to increased use of selective or regional reconstruction; reduced raw/data and/or DST sizes for some classes of events etc.

To Do.

The tape I/O rates have to be revisited and the WAN rates are still too roughly calculated.































1
2
4

