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Executive Summary
The overall mandate of the working group was stated as follows:
“Select and recommend the Grid middleware components to be deployed in LCG-1, with implementation schedules coordinated with the requirements of the experiments and with LCG-1 milestones.  The requirements of the experiments, in terms of functionality needed for specific data challenges, will be based on a prioritized list of use-cases from the HEPCAL document.  An advisory group representing the experiments will advise on the schedules for delivering the required functionality.”
This document addresses the main points specified in the mandate. Specifically:
· “Recommend the minimum functionality required for LCG-1 and identify the middleware components required, define associated software delivery requirements for the projects providing the components.”
The middleware recommended is a layering of EDG and experiment-specific higher level components on a supported VDT release. Components will be delivered by the Wisconsin VDT team, the EDG teams and the LHC experiments. Explicit reference is made to middleware component versions, delivery dates and persons responsible wherever possible in Sections 11 and 12.
· “Define a process by which requirements, priorities, and schedules for subsequent additional functionality are determined.”
This is currently under discussion in a number of forums. However it is generally agreed that a continuation of this effort will be done in the framework of the recently launched GAG activity. This issue is not further discussed in this document
· “Suggest a middleware development and maintenance strategy.  Recommend at which level LCG should assume maintenance and/or development responsibilities for middleware and associated scripts and tools.”
An initial proposal is made for integration and support with the agreement of the VDT and LCG teams. This will certainly evolve during the course of the evolution of LCG-1 and is described in Section 13.

· “Define metrics and performance targets according to those metrics to be achieved by LCG-1, and recommend a process by which the performance becomes acceptable to the experiments.”
There are presented in this document metrics of performance and capabilities that are required by the experiments for the LCG-1 pilot and prototype. Again, these are expected to evolve but should provide good “ball park” figures for what is required. This information is contained in Section 10.

The Grid Laboratory Universal Environment (GLUE) is an activity initiated by the HEP InterGrid Collaboration Board (HICB) to address the technical issues of interoperability between the different middleware initiatives in the US and Europe. Its main deliverables so far have been agreements on common schemas that allow the information services to interoperate and thereby make the resources available in either Grid implementation available to the other. 
It has therefore defined initial standards which could serve as a starting point for interoperability between different implementations. This middleware selection document leverages this work by selecting middleware that conforms to the GLUE standards wherever possible. It is to be hoped that future developments will build on this commonality and define common standards for interoperability and the required schemas from the beginning.
During the preparation of this document an advisory group was established who regularly reviewed the document during its preparation. The contributions of the following group are gratefully acknowledged:
Ian Foster, ANL

Bob Jones, EDG

Carl Kesselman, ISI

Miron Livny, Wisconsin

Ruth Pordes, Fermilab

Anders Wäänänen, NorduGrid
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1 
LCG-1 Planning, Strategy and Timeline

“In the first year of the LCG, Grid services will be provided by the middleware produced by the European Data Grid project (EDG) in Europe, and the Virtual Data Toolkit (VDT) of the US high energy and nuclear physics Grid projects
 that has been adopted by the US ATLAS and CMS User Facilities projects.”[1] 
	January 2003
	Start working with the recommended technologies – LCG-1 Pilot

	June 2003
	Stabilize the final configuration of LCG-1 Prototype

	July 2003
	LCG-1 Prototype in production

	July 2003
	Start work on middleware requirements for analysis DC in 2004

	September 2003
	Build next generation of LCG-1 to meet the DC04 requirements

	December 2003
	LCG-1 Prototype Meets production targets

	January 2004
	Start preparation of LCG-1 for CMS and Alice DC04


This document only considers the timeframe to July 2003, i.e. LCG-1 Prototype in production.  By that time, computer centers in 9 different countries committed to deploy the LCG-1 middleware and participate in initial tests.

The explicit software recommendations contained here are for the work starting January 2003 unless otherwise specified.

The intention is to start work with a recommended set of components as soon as possible in order to gain experience and unearth unanticipated problems. The 6 months timeframe before production can be used to introduce later releases that can be shown to be fully functional. June 1st is the latest date by which the final middleware configuration will be frozen for an initial production set of services in July 2003.
2 Introduction

The main purpose of this document is to validate the choice of the middleware selection for the LCG-1 service to be made available up to the middle of 2003. There are a number of important points that must be stated in the context of this document.

· The LCG middleware selection is an evolutionary process that will need constant review to allow new components to be included to enhance functionality, ensure maximum stability and reliability and/or replace under-performing components.
· The initial middleware selection is a functionally conservative recommendation that does not exclude the inclusion of components offering additional functionality. To be considered these components have to be shown to be fully operational for the LCG-1 Prototype.

Upgrades to new releases of middleware components (either to fix bugs or attain needed additional functionality) and upgrades to operating system versions and standard components (such as gcc compiler) will be made in a carefully controlled manner. This will be done by using the well-known approach of first deploying and integrating the new software in a Development LCG-1 environment, then fully testing it in an Integration LCG-1 environment in order to ensure that all issues of backwards compatibility, interoperability, robustness and functionality have been understood and tested before deployment in the production LCG-1 systems.  This will necessarily involve careful configuration management and ongoing support for a number of releases.
The base components have been taken from the VDT and EDG activities but this does not exclude the inclusion or replacement of components during the timeframe of the LCG-1 prototype.
3 Use Case Functionality Required
The HEPCAL document describes a variety of use cases which are expected to be in place by the time of LHC data taking. On the time scale of LCG-1, however, only a subset of them is of immediate importance. Experience with the existing middleware suggests that the following list of important use cases are possible to implement within the timeframe of the LCG-1 prototype.
	
	Use case
	Conventional technology
	Grid implementation

	1
	Obtain authorization
	At every production center we need a generic account. Jobs are submitted under this account. 
	Globus Certification Authorities.

	2
	login
	
	Globus PKI implementation

Proxy Renewals.

	3
	Browse resources
	Static lists.
	Globus MDS and LDAP tools.

	4
	Job submission
	LSF, PBS or Condor job submit commands. The Grid would make this easier as we would be able to use the same command everywhere.
	Globus/Condor submission or a Resource Broker submission.

	5
	Job control
	LSF, PBS, Condor Tools.
	Globus or EDG workload management tools.

	6
	Job output access or retrieval
	Stdout written to disk or mailed back to user. Data written to local disk or straight to mass store.
	Globus or higher-level User Interface e.g. EDG Workload Management System (WMS) & Data Mgmt Tools.

	7
	Data transformation
	LSF, PBS, BQS, Condor tools.
	Composition of cases 4-6, described either by the Globus RSL, or JDL (Condor classAds), plus runtime scripts.

	8
	Error recovery for failed production jobs
	Experiment-specific.
	Some recovery for Grid failed jobs (e.g. EDG WMS). Manual recovery for the rest.

	9
	Dataset upload
	Experiment-specific tools.
	GridFTP, Replica Manager and GDMP.

	10
	Dataset registration
	Experiment-specific database.
	Globus Replica Catalog, RLS, Grid specific metadata catalog.

	11
	Dataset transfer to/from non-Grid storage
	N/A
	GDMP + scripts, Replica Manager.

	12
	Dataset access
	UNIX I/O, RFIO.
	Replica Catalog/RLS, metadata catalogs, GridFTP, UNIX I/O.

	13
	Browse experiment database
	Experiment-specific tools.
	GSI-enabled database access tools.

	14
	Dataset replication
	Experiment-specific tools.
	Globus Replica tools and GridFTP, GDMP, Replica Manager.

	15
	Dataset deletion
	Experiment-specific tools.
	Globus Replica tools and GridFTP, GDMP, Replica Manager.

	16
	Physical Dataset instance deletion
	Experiment-specific tools.
	GridFTP tools, user scripts.

	17
	Dataset metadata update
	Experiment-specific tools.
	Runtime scripts.

	18
	Dataset metadata access
	Experiment-specific tools.
	Runtime scripts.

	19
	Job monitoring
	LSF, PBS or Condor tools and experiment tools.
	Logging and bookkeeping service.

	20
	Software publishing
	Experiment-specific tools.
	PackMan or RPM.


4 The Principal Use Case: Production

The LCG-1 deployment comes well before the LHC experiments will start data taking and analysis, therefore the main application of interest for the experiments is their Computing Data Challenge exercises, which involve production, reconstruction and analysis of big sets of data in order to test computing models and tune the software. It is unlikely that LCG-1 will be able to accommodate a full Data Challenge chain immediately, but it should be possible to perform a partial production in the Grid environment.
The LCG-1 prototype Grid has as its primary target support of the production processing needs of the experiments for their data challenges. It does not aim to provide a convenient or seamless environment for end-user analysis.

In what follows, the term “production” refers to such a specific LHC task as mass generation, simulation or reconstruction of events. An atomic unit of a production is the so-called “data transformation” referred to in the HEPCAL document, which is creation of new data set starting from a set of  input data. This use case can be sub-divided into several other basic HEPCAL use cases:

· job submission,

· input data access,

· output data upload,

· Update of a metadata catalogue.

A generic job flow can be described as follows:

1. User specifies job information including:
a. input datasets: logical names
b. transformation type and required runtime environment (specific experiment software)
c. output datasets: logical names and collections
2. User submits job
3. Grid tools perform requirements match based on job specification
a. Match requested runtime environment and hardware parameters.
b. Chose a location closest to the input data.
4. Input datasets are accessed (either available locally or via RFIO, or downloaded from a location discovered by replica location tools)
5. Transformation is performed
6. Output datasets are added to a pre-defined collection
7. Output datasets are (optionally) validated
8. Necessary (experiment-specific) metadata catalogues are updated

Functionality including job monitoring and job manipulations, such as cancellation, re-scheduling, re-submission are required. Such operations would also require the proper privileges and authorization for each production manager or assistant.

Production implies performing the steps above in a large scale (up to hundreds of millions processed events), and eventually in chains, performing different kinds of transformation. A sub-case is event generation, when no input data set exists. In any case, production involves movement of large amounts of data. Input and output data are expected to reside on Mass Storage Systems, although certain replicas may exist on disks.
5 Generic Production Components

In recommending software to be deployed in LCG-1, we were careful to take into account specific needs of the LHC collaborations with respect to the production environment, which should benefit from the Grid technologies. To describe the production process, several components must be taken into account. For an LHC experiment, they fall into following groups: hardware resources, services (middleware), experiment’s software and users (manpower).

5.1 Hardware resources

While CERN will always host the Tier-0 and a Tier-1 center, the regional centers will play the major role in providing the resources. These resources are:

· Production clusters, characterized mainly by CPU power. Size of such clusters may vary from dozens to thousands of processors

· Storage resources, such as RAID arrays or conventional disk servers and mass storage systems, such as CASTOR, HPSS, Enstore or dcache.

· Local and Wide Area networks. Given the amount of data, these are of crucial importance, and optimization of data transfer will be necessary.

5.2 Services

Independently of presence or absence of a Grid solution, a production relies on several services, most notably, various databases, reliable job execution services, storage system services and monitoring services. Grid adds a set of extra services, not vital for a production as such, but greatly simplifying it in case of a distributed environment. The following services can be considered:

· Replica service – keeps track of file locations and replication tasks, handles transparent discovery of best physical copy of a given named dataset.
· Physics metadata database, linking logical dataset names to a set of physical parameters.
· Transformation meta-data database, containing production instructions

· Production database, keeping logs of the production process and snapshots of the current production status

· Database of production managers and/or authorized users (Virtual Organization)

· Dynamic database of the production system status (Information or monitoring System)

· Resource discovery and scheduling service, taking care of optimal use of the production system (Resource Broker)

5.3 Experiments software

To this group belong all the software components which are specific for LHC experiments. Most notably, these are:

· Common HEP software (such as  Geant4, ROOT, POOL, CLHEP etc)

· Core experiment software distribution (libraries, APIs, tools, utilities etc)

· Experiment-specific production tools, providing necessary higher level interface to the above mentioned services

5.4 User base

Specifics of the LHC experiments is such that researchers and hence potential production managers and operators are distributed all over the world, being thus in need of a synchronized set of production tools, e.g., a Grid portal or a production manager. To use such remote operation tools, authentication and authorization issues should be addressed seriously. A “conventional” approach of sharing production manager passwords can hardly be accepted. In general, people concerned with production can be listed as follows:

· Local system administrators, having all the privileges, but only on local resources

· Local production operators, regular users of the local resources (e.g., Ph.D. students)

· Production managers, authorized to supervise and direct all the production process

The experiments policy dictates who has read-only and read-write access to the databases.

6 Experiment Workflow and Use of LCG-1

The following sections summarize the anticipated use of LCG-1 infrastructure by the experiments. What have been extracted are the most basic requests on the infrastructure and the anticipated performance.
A more detailed workflow description for each experiment may be found in Appendix A. A more detailed analysis of the data requirements and performance metrics can be found in Section 10.
It should be noted that the following are not specific requirements for the LCG-1 testbed, rather a generic set of criteria to be met by a production site. Some of the requested functionalities may not be available in the LCG-1 prototype, but certainly should be provided as soon as possible.
6.1 Common Position
· The experiment production environment has to be installed at all sites and should be maintainable by the experiments themselves.

· Experiments need tools for pushing/pulling/deleting bulk data to/from/at regional centers.
· Typical production jobs would require an outbound TCP/IP access from worker nodes to retrieve data from remote locations and write output data back to mass storage systems, or metadata to experiment databases. As this raises security and maintainability concerns, such access may be mitigated by other architectural solutions (e.g., staging data via gateways), but this is not foreseen for the LCG-1 prototype.
· A standardized installation of HEP application software such as Root, Pool, Geant4, CLHEP etc is highly desirable.
6.2 Alice
· LCG-1 will be used as a “back-end” computing resource to AliEn.
· Dedicated AliEn gatekeepers are required at all regional centers.
· Certain AliEn bits of software will be installed on the Worker Nodes by the jobs, and the necessary daemons will be launched. However, those will be deactivated and removed upon the job completion.
6.3 ATLAS

· LCG-1 will be used “as is”, without applying any specific requirements.

6.4  CMS

· CMS have a data challenge scheduled for 02/2004 which requires LCG-1 to run. It cannot be run without it. This foresees significant development of the Grid tools, as the current middleware does not meet such a requirement.
· Need to open/seek/read files (e.g. Calibration DB) to storage from the worker node. (This means the LAN, not necessarily the WAN.)

6.5  LHCb

· LCG-1 will be used as a “back-end” computing resource to DIRAC.
7 Middleware Proposal

It is assumed that by mid-2003 the middleware and applications will be required to run in a RedHat Linux 7.3 environment with gcc 2.95, or higher versions – whatever future agreement is made by then.
This proposal starts with a minimalistic middleware base that is expected to run in this configuration by mid-2003. 

Components from both the EDG and VDT software suites are proposed.

It is proposed to start in January 2003 with the package that is VDT 1.1.6 and add the higher level services provided by the EDG 1.4.3. It is assumed that VDT will evolve towards VDT 1.2.x (based on NMI-R2.x.x [2] ), which itself incorporates Globus 2.2 and Condor 6.x, during the first half of 2003.
Procedures for software delivery, bug reporting and delivery of bug fixes and functionality enhancements will be coordinated with EDG, the VDT team and the Globus project. 

The detailed content of these packages is listed in Sections 11 and 12.

7.1 Constraints

An attempt is made to place minimal restrictions on local fabrics used to participate as part of the LCG-1 Prototype Grid. We are assuming that the limited number of machines used for the LCG-1 Pilot Grid (January to June 2003) are dedicated to this purpose to avoid the complexity of considering the possible interactions with existing cluster environments. However it is clear that we need to evolve to a point where resources of shared clusters can be made available to the LCG as soon as possible, preferably by mid-2003.

There may be scalability issues with certain choices of infrastructure configuration. In addition there are many possible variants of batch queuing systems and cluster configurations, file systems, storage management and archival systems.

A smooth transition from the existing Grid solutions (VDT, EDG) to the LCG-1 installation is highly desirable in order to enjoy an adequate support and attract resources.

8 Functional Components

The functional model is broken down into broadly the same categories as used in the Joint EU/US HEPCAL response document but has been extended in scope.

· User Tools and Portals

· Information Services

· AAA (Authentication, Authorisation, Accountability) and VO

· Meta-Data, Data management and Access

· Virtual Data Management

· Job Management and Scheduling

· Application Services and Higher Level Tools

· Packaging and Configuration

· Monitoring

8.1  Middleware Client Applications
This document only specifies user client tools that are part of the basic toolkits involved (VDT and EDG middleware packages) for example data management, storage element and information system tools. Portals are considered to be out of the scope of this document.
8.2  Information Services

The information services will be provided by MDS 2.2 together with the GLUE schema 1.x. Static and dynamic information providers provided by EDG (WP3 & WP4) will also be installed. 

We are assuming that the current workaround of MDS scalability issues (BdII, the LDAP server with Berkeley Database back-end) will be fixed in the early part of 2003. This is an issue that will be tracked as it is fundamental to the choice of information service to be used for the production service. The current choices are MDS and R-GMA and work is in progress to understand the properties of these solutions.
8.3  AAA and VO

The currently existing mechanisms for VO user management and resource access control are very limited. As a first selection we will deploy the EDG mkGridmap mechanism that creates the Globus Gridmap files from a central VO catalog that is an LDAP directory of all VO members. Each VO needs to run own LDAP VO catalog.
Other than that there are little or no tools for user account management for the Grid.
So many security issues are not treated yet:

1. Account and Access procedures

2. Auditing and Logging Requirements

3. Firewalling and inter-site systems connectivity

4. Incident Handling Procedures, including incident "ownership" 

5. Vulnerability Assessment and follow up 

6. Intrusion Detection Systems requirements, implementation & operational follow up

7. The relationship between individual user rights and site policies.

The Globus as well as the EDG Security Groups have prototypes for managing VO user certificates and authorization (the Community Authorization Service CAS from Globus and the VO Membership Service VOMS from EDG). There are new dedicated working groups at the GGF where both these groups as well as other interested parties are represented.

The two above-mentioned services (CAS and VOMS) will need to be evaluated when they become available for usage in production systems. The advantage of the VOMS approach seems that VOMS proxy certificates would be backward compatible with existing non-VOMS enabled services (exhibiting some default behavior) while CAS certificates are not backwards compatible and all services would need to be upgraded when CAS is introduced. However, this may change in the future so both services will need to be tracked.
This document does not deal with the many policy issues associated with security. Other working groups of the Grid Deployment Board (GDB) are dealing with this.
For LCG-1, only the simplest mechanism for authentication and authorization is recommended. This includes:

· Interworking with DOE and EDG certificates. We are going to accept certificates signed by the DOE and EDG approved CAs and map them to local accounts.

· Issue:  Are these certificates mapped to “real” accounts or “temporary” accounts? 

· Issue: Are we recommending EDG dynamic accounts? What explicit facilities does this include?

· Issue: For GDB/WG3. The certificate info needs to be reviewed to ensure that it is acceptable for DOE centers. 

· Use of the EDG mkGridmap generator – including the associated Perl modules.

· Issue: for GDB/WG3: We can offer GSI and XK509. We may also consider MyProxy in case we want to support automatic proxy renewals.

· Use of the KCA certificate generator from Kerberos tickets.

· Issue: How will the certificates be renewed for batch jobs?
8.4  Storage Services

The storage element (SE) provides services to manage storage space including allocation polices and provides a uniform interface for data access for all levels of the storage hierarchy. The storage element also implements the authorization policies for data access. 

A complete solution for a storage element is missing and finding an urgent solution should be considered as a priority for the realization of the LCG-1 prototype.

Technologies that are addressing part of the problem include such developments as the Storage Resource Manager (SRM) which provides a common interface to different storage systems (Disk, HPSS, Jasmine, Enstore – see [3] ). 

The progress in this area needs to be tracked. The Castor team is working on own implementation of the SRM interface. 
8.4.1 Implications

This lack of a storage element has ramifications in the area of the job execution model.

An essential storage service will be the ability to write onto a generic storage backend such as Castor or HPSS (e.g., via bbftp) in such a way that the data can be used outside the LCG-1, as the majority of the physicists that need to access this data will initially not be able to use LCG-1.

8.5  Data Management and Access

To avoid re-synchronisation problems, all job input data are assumed to be read-only. We assume that the problem of two jobs concurrently modifying two copies of the same Grid data is not supported.
In order to track the data, we expect to use the existing replica catalogs; initially the Globus LDAP-based replica catalog which is currently being replaced and tested with the Replica Location Service that is a joint project by Globus and EDG and has a relational database as its backend. The functionality we expect in addition for the mid-term is the replica manager components from EDG-WP2. These include the Replica MetaData Catalog (RMC) and possibly the Replica Optimizer service although this is not required for the LCG-1 Pilot. 

The Replica Manager interface to the RLS and the RMC has been provided for testing to the Pool team. The interfacing of pool to the Java based RLS and the Globus RLS implementation is being studied.
Issue: Pool, SRB, DCache, DRM, etc all come with their own metadata structures and services. How these can be used and interfaced to the storage element will need to be studied. 

8.6  Virtual Data Management

There is no virtual data management system assumed for LCG-1. However, we will do our best to accommodate evolving virtual data management tools as they mature.

8.7  Job Management and Scheduling

The job management and scheduling software is an important part of LCG-1, and stability and proven reliability will be required.

We are assuming that the functionality of the EDG WP1 resource broker will work with the VDT 1.1.6 package for the LCG-1 Prototype. Work to validate this should start as soon as possible. 

8.7.1 Implications

There must be a committed development activity for VDT and the EDG to support this interoperability.

If any of these components are not working, it should be possible to submit jobs directly to the batch queuing system without use of the middleware, i.e., users must gain a non-Grid access to LRMS front-ends. However, there is a lot of work implied here that would need to be planned and resourced. It is a topic for further discussion.
8.8  Application Services and Higher Level Tools

For LCG-1 we are not assuming any higher-level services such as reservation. However, we can use local scheduling policies as agreed by the GDB to manage throughput distribution among groups/experiments etc.

We do not assume system management tool, problem determination tools, user support tools or end user tools above those that come from the VDT release 1.1.6 and the EDG testbed 1.4.3. However, we anticipate that future systems architecture activities and implementations (such as OGSA) will identify and facilitate implementations of tools in each of these areas.

For these future systems we will also need to develop transition plans and compatibility requirements.

8.8.1 Implications

Use of Grid resources in an optimal manner with higher level services that treat quality of service or service level agreements scenarios will not be possible with LCG-1 Prototype.

8.9  Distribution and Configuration

The process of software creation and deployment goes through various phases. During the development phase, developers setup a directory structure for the code, put it in a CVS repository, use software building tools to build the software binaries on a specific OS or on multiple platforms with multiple flavors (threaded, debug, 32-bits, etc.).

Once the software is built, packaging tools are used to create a software binary distribution that can be installed at other locations. At each site, different software installation tools can be deployed to start from some software repository, which can be local, and use it to install software on the machines managed by a system administrator. The repository can also serve local users to install the software on private desktops. (A simple example of such repository can be a CD and a software distribution tool can be the software used by the specific OS to read the CD and install the software starting from it). Once the software has been installed, software configuration tools are used to properly configure the software reflecting the local site policies and configurations.

LCG has to provide a solution to the following problem: give support in terms of packaging/ distribution, installation and configuration of GRID middleware and application software for large and middle size farms, manually or automatically managed and for desktop users. In particular solutions for first time installations, updates, patches, upgrades and un-installation of software bundles should be provided. The resulting installation must be the same in terms of functionality and setup no matter what is the size of the installation and the procedure followed among the supported ones. 

Developers are left free to choose the most appropriate software building tool (such as the GNU autotools): LCG will not deal with software building issues.

In the current situation EDG and VDT provide distribution tools that are quite different in terms of approach. While the EDG distribution is based on the Red Hat RPM package and installed and configured at a site using LCFGng, a farm management tool, VDT adopted a more portable and user oriented model based on PackMan.  It should be noted, however, that PackMan is not a substitute to a site configuration/management tool.
Two working groups are investigating for giving recommendations and/or solutions on packaging, distribution, installation and configuration for large farms and desktops. These are the GDB/WG4 and the working group setup by the GLUE effort under the coordination of HICB. The results of their work will be taken by LCG.
Issue: The versioning method used for the LCG distribution should reflect in some way the main releases of the packages part of the distribution. 

· How can this be achieved?

· What will happen with VDT and EDG versions?

· How can we ensure that the right releases of the software are actually deployed and distributed coherently? 
· How do we propagate updates?

Issue: The methodology for software updates needs to be defined. For example, there are 3 main approaches:

1. “Load on demand” where a missing executable version is retrieved from a repository as a job is run.

2. “Sandbox” where the required file versions are sent with the job.

3. “Static Management” where the administrators are informed when a new file version is required to be made available.

While the issues above are unlikely to be solved in time for the LCG-1 deployment, we expect them to find an answer in the result of the work of GDB/WG4 and GLUE.

8.10  Monitoring

At the moment complete monitoring solutions to control the behavior of the Grid infrastructure are missing. In order to spot problems as soon as they arise and guarantee a good behavior of the testbed, especially in a production environment, the problem of the monitoring tools should be considered seriously. 

DataTAG and iVDGL in the context of the GLUE effort have developed good prototypes of Monitoring tools based on the Nagios and Ganglia technologies. Frameworks such as MonaLisa are being used for experiment specific solutions. EDG MapCenter is another development in this space.
We consider that those tools are good candidates at least for a first pilot of the LCG testbed. The usability, reliability and usefulness of such tools can be experimented in large scale and a good interaction with the developers can be established.

Issue: development and support of such tools are an open question.

9  Execution Model

The execution model of a job on the LCG-1 Grid is the form of job execution that is most widely used today. The job should not necessarily be “Grid aware” to run.

This simple model has three logical steps:

1. Pre-Job execution. In this step the environment for the job can be prepared including copying any necessary files to the worker node. This could involve interrogating the RLS and locating a copy, checking access rights to resources, etc.

2. Job Execution. During the job execution, output files may be produced. Although the job can determine itself where output files are written (for example directly to a remote storage system during job execution) it is anticipated that the most common model will be to write files directly on the worker node.

3. Post-Job execution. This “tidy up” phase can be used to tidy up the execution environment and transfer the results of the job execution to some storage system.

Issue: In addition it will be required to gather and archive job fault information and logs for later analysis, and post-mortem analysis as well as job re-scheduling. Currently the resource broker will catch jobs that have failed due to Grid problems. These jobs can then be re-submitted. At this time job failures due to the job itself are not processed and the end user will have to deal with that case. All logs are passed to the logging and bookkeeping service. An appropriate development may be the re-direction of SOUT and SERR to the user directly.

Alternatively, some well defined activities (such as data movement) could be prepared and executed as jobs in their own right under some circumstances.

Issue: If the job fails at step 2 and the wrapper dies with the job, who takes care of tidying up the environment?

Variants on this model are not excluded, for example the preparation of the job environment automatically by the EDG Resource Broker.

9.1.1 Implications

Jobs requiring or producing large amounts of data will require worker nodes with appropriately sized disks. The technology of abstracting storage through a generic interface (storage element) that allows a job to execute without knowledge of the underlying storage architecture is not assumed to be ready or deployable for the LCG-1 Prototype.

Jobs can explicitly issue storage requests through GRIDFTP or RFIO services. This has implications on the authorization model. Pooled accounts running on the worker nodes need to be properly mapped to the RFIO accounts by some means.

Issue: Will POSIX I/O be ready? From where, by when? What does Condor provide?

10 Performance Metrics
This section concentrates on the year 2003 as regards expectations of the LCG-1 service. It should be noted that the LCG-1 service will need to continue to evolve in capacity and quality for the 2004 data challenges planned.

10.1 Production 
	
	July
	November

	
	Alice
	Atlas
	CMS
	LHCb
	Alice
	Atlas
	CMS
	LHCb

	% Production Capacity
Provided by LCG-1
	No production
planned, only tests
	No production
planned, only tests
	10%
	No production
planned, only tests
	100%
	50%
	75%
	30%


10.2 Physical Capabilities Required

The physical capabilities required only express the requirement considering the specified percentage of the production (see above) expected to be done on LCG-1. Full production on LCG-1 will require the appropriate scaling to be taken into account. As the existing Grid middleware does not meet these requirements, we imply that a significant effort should be undertaken by the providers by July 2003.
	Metric
	July
	November

	
	Alice
	Atlas
	CMS
	LHCb
	Alice
	Atlas
	CMS
	LHCb

	Total Stored Data
	?
	150GB
	10TB
	0.5TB
	220TB
	1TB
	140TB
	6TB

	Total Number of Files
	?
	2K
	100K
	2K
	200K
	10K
	850K
	24k

	Average data read/job
	?
	300MB
	20MB
	0.75GB
	2GB
	50MB
	2GB
	0.75GB

	Average data written/job
	?
	500MB
	200MB
	1.5GB
	2GB
	500MB
	1.5GB
	1.5GB

	Job submission rate
(jobs/day)
	?
	40
	4500
	10
	Variable
	200
	10K
	130


10.3 Efficiency Requirements

	Metric
	July 
	November

	
	Alice
	Atlas
	CMS
	LHCb
	Alice
	Atlas
	CMS
	LHCb

	Real Generated  Events /

Expected Generated Events
	>50%
	>50%
	>75%
	>50%
	>95%
	>90%
	>75%
	>95%


Note: A real generated event is one for which the output has been generated and successfully stored in its final destination. Efficiency requirements indicate the required efficiency for the service to be usable.
10.4 Throughput Requirements

	Metric
	July
	November

	
	Alice
	Atlas
	CMS
	LHCb
	Alice
	Atlas
	CMS
	LHCb

	Expected Events Generated /

Week
	?
	20K
	1.2M
	40K
	840K
	150K
	5.6M
	500K


Note: LCG-1 should be expanded at a rate that does not degrade the efficiency significantly. Not to do so may add more throughput at the expense of the overall quality of the service. There is a cost associated with the recovery from failed jobs (due to infrastructure problems) as expressed by the efficiency measure.
Note: The ALICE DC is scheduled to be performed in Q1 2004. The only metrics that is important in July is the efficiency. All the numbers given here concern this DC. AliEn provides flow control at job submission so it will submit at a rate the system is capable of with.
11  LCG-1 Starting Component Detail
11.1  Middleware to be deployed on the first LCG-1 Pilot for January 2003

VDT 1.1.6

	Component
	Delivered
	By

	Globus 2.0 + OpenSSL security patch + new job manager + new GridFTP
	15/01/2003
	VDT

	ClassAds: 0.9.4
	15/01/2003
	VDT

	Condor: 6.4.7
	15/01/2003
	VDT

	Condor-G: 6.4.7
	15/01/2003
	VDT

	EDG Certificates 0.12-1
	15/01/2003
	VDT

	EDG CRL Update: 1.2.5-1
	15/01/2003
	VDT

	MDS 2.2 + latest patches + static GLUE schema
	15/01/2003
	VDT + DataTAG

	EDG mkGridmap
	15/01/2003
	VDT


EDG 1.4.3
	Component
	Delivered
	By

	GDMP 3.2.6 ( to be migrated to 4.0)
	15/01/2003
	EDG

	Replica Catalogue Server ( to be migrated to RLS) edg-rc-server 3.1-2
	15/01/2003
	EDG

	Replica Manager edg-replica-manager 
	24/01/2003
	DataTAG

	Replica Catalogue API /CLI ReplicaCatalogue 3.2.3 [4] 
	15/01/2003
	EDG

	Workload Management (informationindex-1.2.9-1, jobsubmission-[glue-aware], lbserver-1.2.14-1, locallogger-1.2.12-1, proxy-1.2.8-1, userinterface-1.2.15-1)
	25/01/2003
	DataTAG


LCG
A program to tell which versions of the VDT and EDG software have been installed has been created and called: lcg-version.

	Component
	Delivered
	By

	lcg-version
	25/01/2002
	LCG

	Configuration solutions
	25/01/2002
	LCG


    DataTAG 1.0
	Component
	Delivered
	By

	GLUE Information Providers
	25/01/2002
	DataTAG

	Edt-monitor
	25/01/2002
	DataTAG


Component Dependencies:
Perl 5.003

Python 2.2 (2.1.1 for EDG 1.4.3)
Convert-ASN1-0.16 

Filesys-DiskFree-0.06 

IO-Socket-SSL-0.91 

Net_SSLeay.pm-1.20 

Perl-ldap-0.26 

FTSH 0.0.9

PackMan 2.098

expat-1.95.2-2

myproxy-0.4.4-edg7

swig-1.3.17

postgresql-7.1.3

MySQL-4.0.5-0

Implications:
Experiment-specific packages are not considered here.

12 LCG-1 Final Component Detail
12.1 Additional or updated component software that must be tested and delivered before the final integration on 1st June 2003.
VDT 1.x.x

	Component
	Delivered
	By

	Globus 2.2.x
	March 2003
	VDT

	RLS pre-release
	March 2003
	VDT

	Condor 6.4.7
	March 2003
	VDT

	Info Providers (partial Glue set)
	March 2003
	VDT


Note: The RLS version implied here is the Globus version, to be released in mid-2003. The Java version being produced by the EDG is a modified version with support for Pool. This may be the version we are required to deploy but implies that all the other components that use the RLS are modified to use the web services interface library. So far this is not in any plan. Also the index service (RLI) for the RLS is required as a central location for interrogation for the resource broker and needs to interwork with the Java version.
Note: The complete Glue schema will not be available before April 2003.

EDG 2.0
	Component
	Delivered
	By

	R-GMA x.x.x (To be evaluated)
	May 2003
	EDG

	Reptor x.x
	March 2003 (no VOMS, R-GMA)

May 2003 (VOMS and R-GMA)
	EDG

	RepMeC x.x
	March 2003 (no VOMS, R-GMA)

May 2003 (VOMS and R-GMA)
	EDG

	Resource Broker x.x (Glue)
	March 2003 (no VOMS, R-GMA)

May 2003 (VOMS and R-GMA)
	EDG

	VOMS x.x.x (To be evaluated)
	May 2003
	EDG


Note: while R-GMA is evaluated, it appears to be wise to keep the MDS-based information system with the BDII.

Note: a storage element implementation is not excluded if it reaches an appropriate quality level within the timeframe being considered here. Other work (via the GDB) is currently in progress to look at the basic Grid file access issue.
LCG
	Component
	Delivered
	By

	Lcg-version

	March 2003
	LCG

	Test-suite
	March 2003
	LCG


    DataTAG 1.0
	Component
	Delivered
	By

	Edt-monitor
	May 2003
	DataTAG


   Component Dependencies:

Implications:

Experiment-specific packages are not considered here.

13 Support

The support structures are evolving as this document is written. However there are a number of emerging themes:

1. The basic support for Globus and VDT will be provided by the VDT team based in Wisconsin.

2. There is activity to create a “Globus” or “Grid” support center in Europe. At the time of writing the essence of this is not clear but it will by tracked by the Grid Technology Area of the LCG.

3. On-site supported is expected to be provided by the participating computer centers.

4. The porting of selected EDG packages to the release version of VDT is being done by the EDG and DataTag.
Integration work is performed by the deployment area of the LCG project and so is not covered in detail here. The overall responsibilities are summaried in the following diagram which shows the anticipated flow of technology between the suppliers.

The LCG integration is expected to be partly done by the EDG post testbed-2 as this represents the converged technology base between the EDG and LCG projects. The details of this have yet to be finalised.
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Appendix A. Experiment Workflow Detailed Description
A.1 Atlas

Given the time scale of LCG-1, most likely candidates for the ATLAS use case are pile-up jobs (January - March) and reconstruction (April - ongoing) 

In this time frame, ATLAS will not develop either a stable version of a production environment, nor a set of automated production databases; therefore the jobs are expected to be submitted using simple shell scripts, and the databases to be filled manually or as a post-processing task.
A.1.1 Pileup
Pile up production for HLT will be completed by February 2003: the output is 70 TB total for < 4 10**6 events and 100000 output files; 55 sites are participating, for about 100KSpI95 CPU.
The pileup production comes after a Geant3 simulation production of 10**7 events and 30 TB output (35000 files) which used about the same amount of CPU. These 2 simulations were ATLAS DC1, a DC2 with similar structure and numbers is scheduled to start in (late?) summer 2003.

A.1.2 Pile-up Job
Each job requires 21 to 81 input files of ca. 300 MB each:

· 1 file contains the signal and is unique for a job 

· 20 files contain background and are shared between several jobs
All the files are initially located in the CASTOR system, but an optimal approach would be to distribute them across the testbed sites prior to production runs.

This implies:

· existence of the records for all the input files in the RLS catalogue
· presence of shared area on all the clusters, where the background files can be stored or cached
· in case no cluster can accommodate all the sets of background files, job scheduling (brokering) must be based on the 20 input files, i.e., a job should be submitted to a site which contains all the necessary background files
· In case such a brokering can not be done, the job should be capable of downloading all the necessary files from locations specified in the RLS. This implies caching capability of the Grid Job Manager, since the background files are shared between the jobs.
· In case no cluster can accommodate all the signal files, each job should be able to download the necessary file from a location specified in the RLS (including CASTOR).

The main executable is a shell script which makes use of pre-installed ATLAS runtime environment.
This implies:

· Existence of the ATLAS software distribution in the PackMan format.
· Sites willing to allow execution of ATLAS jobs must install such a distribution and advertise it appropriately
· Information system schema must have an object where the runtime environment version can be published
· Runtime environment variables must be set properly on each cluster for each ATLAS VO member.

Each job produces one output data file of ca 300 MB, plus several log-files, QC data etc. The output data file must be stored in CASTOR and properly registered in the RLS.
The rest of files will be ultimately stored in an ATLAS production database, if necessary.
This implies:

· The job description file should include information on how to manage output files, specifying, e.g., which files has to be stored where, which - be erased, or kept in an output sandbox.
· Each job should be able to write to CASTOR and register the entry in the RLS.
A.1.3 Reconstruction
Reconstruction production: input the DC1 data (with and without pileup), concentrated in < 10 sites. Estimated CPU need is about 20% of what used in DC1. A reconstruction phase will probably be part of DC2 starting at end 2003-beginning 2004 and will be followed by an analysis phase. HLT analysis on DC1 will be performed in late spring-early summer 2003, before LCG-1 is fully operational.

A.1.4 Reconstruction Job
The flow and requirements for the reconstruction job are analogous to those of the pile-up, with the following differences:
· There is only one input file per job, which simplifies brokering

· There is more complex runtime environment, which has to be set up by the execution script prior to actual execution. This may imply that a significant (ca 20 MB) set of necessary libraries and job option files will have to be uploaded in the input sandbox.

A.2 Alice
A.2.1 Architecture of the ALICE production system

The production system within the ALICE environment consists of:

Production centers that provide:
· A Computing Element (CE) with Work Nodes (WN) which are accessible through a batch queue system (PBS, BQS, LSF,...) and have input and output connectivity through TCP/IP.
· Local storage which can be either a permanent data storage (PDS), e.g. HPSS, CASTOR, HSI, ADSM, or disk storage for temporary buffering;

· If no PDS available, network capabilities to transfer data to designated Storage Elements (SE);

· Basic AliEn software;

· Several services to communicate with the central AliEn services.

The AliEn environment at CERN which consists of:

· Data bases (file catalog, jobs queue, sites registration);

· Services that provide communication with the sites, the overall monitoring of the productions, user authentification, web interfaces, access to databases.

 LCG-1 (presently operational with EDG testbed) in the AliEn environment:

· A dedicated host which runs AliEn CE as a front end to EDG/LCG-1 User Interface;

· No AliEn services are required to run on the EDG/LCG-1 fabric.

A.2.2 Work flow of production jobs

We describe here the work flow of the production system which is currently running in the AliEn environment and includes the EDG test bed as a special CE. The analysis system presently in use is still in a prototype stage and will not be described here. Data produced with LCG1 will be accessed as soon as they are produced.

1. A production request is described in JDL and submitted to AliEn by means of various user interfaces (command line interface, C/C++ API, or WEB portal). Large and organized productions are submitted through the WEB interface.

2. AliEn CE service which is running permanently on each of the production sites on a gate keeper machine picks up jobs from the central queue following successful requirements matching taking into account current status and declared capacity of the site.

3. The job is submitted to the local batch queue system and another service running on the gate keeper monitors the batch queue system and communicates information to the AliEn central services (which can be interrogated through the WEB, or command line).
4. The job consists in a script that does the following tasks:
1. Verifies if the required versions of the application software are available to the WN; if not the software is installed locally to the WN or site wide depending on the site configuration;

2. Downloads from the input sand box the configuration files and the C++ macro that contains the instructions to be executed;

3. If required, downloads from the SE one or more input file to local disk storage (AliEn RB assures that jobs always execute on CE from where data can be accessed);

4. Loads the executable, compiles, if required, on the flight and runs the C++ macro;

5. The output files are temporary stored on local (to the WN or to the CE) disks;

6. The output files are copied to permanent data storage (HPSS, CASTOR, ...) at a SE either local to the site or to the nearest one (e.g. French CE use CCIN2P3 as SE, American ones use LBNL or OSU SE, others use CERN, ...);
7. The file catalog is updated, the AliEn RB is informed on the completion of the job with its completion status and the log file is sent to the central data base. 

There are basically 4 modes of operation to be considered in a production. All are performed with a unique executable (AliRoot that includes Root, Geant3/4, Fluka libraries, and various event generators), the task being defined in a C++ macro.
1. Simulation alone: data are produced in a raw format. Simulations can take as long as 20 hours on a PIII 1GHz processor, depending on the complexity of the generated events, and produced one or more (depending on user defined setup) output root-files which size can be up to 2 GB.

2. Reconstruction alone: data from operation mode 1. are processed to produce in general several output files with total size approximately equivalent to the input file but fragmented into many (one per ALICE sub-detector) root-files.

3. This mode combines in one job modes 1. and 2.

4. Event mixing: rare events are generated mixed into background events (produced in operation mode 1.) and the resulting mixed events are reconstructed as in operation mode 2. 

Analysis jobs will work on the outputs produced in operation modes 2., 3. and 4. It can be schematically outlined as follows. The individual user gives a given number of directives in some scripting language which specifies the class of events, identified by event-tags, to be processed and a C++ analysis macros. Event localization is searched for from a tag data base which retrieves the required logical file name. This information is passed to the file catalog which returns the physical file name and JDL requirements are constructed. Jobs are transferred to the appropriate CE following (where the data resides, balance between availability of processing time and band width, ....) and events are processed possibly in a parallel mode. Final results are collected and sent back to the user. All the tools to implement this design exist but have not yet been prototyped on a large scale.
A.2.3 Installation procedure

On every CE, AliEn can be installed from RPM distributions or downloaded from CVS, and installed by standard configure/make/install methods. Subsequently AliEn distribution can be updated from central point by sending appropriate message to already running services on remote sites. At installation AliEn is configured for the CE without the need of modifying local configuration files and does not require root privileges. AliEn services are started at boot time or by the production manager. They can also been started remotely by the AliEn manager. AliEn software is self contained and there are no external dependencies. It runs on RH6.1 or higher.
A.2.4 Technology used

The entire AliEn environment is implemented in Perl5 and uses more than 100 external open source components which represent 99% of the code.

· The engine for the data bases is MySQL.

· The AliRoot application is implemented in OO C++, including C++ interfaces to Fortran libraries like Geant3, Fluka, Pythia, ...

· SOAP as object exchange protocol.

· Data are transferred to and from PDS (HPSS, CASTOR,...) through bbftp.

· Authentification is implemented using various SASL mechanisms, including GSSAPI

· Implementation based on Globus/GSI certificate infrastructure.
· JDL is implemented using Condor classAdds.

A.2.5 Use of LCG1 middleware

As already described earlier, the ALICE production will always run within the AliEn environment. It can therefore run without any additional middleware provided that AliEn services run on identified (preferably dedicated) gate keepers which provide input/output connectivity through TCP/IP to the central AliEn site and to all the local WN.
LCG1 resources can be made available to AliEn at any time for testing the middleware or to participate to the production challenge without disturbing the overall production performance or mode of operation. To that purpose a dedicated WN seen as a CE by AliEn will run the LCG1 UI and submit jobs to the LCG1 resource broker (RB).
Only the AliEn software (200 MB) must be deployed on LCG1 since there is no external dependency in AliEn. The operating system of the WN must be RH6.1 or greater. No AliEn services are required to run on LCG1.
The AliEn file catalog will be interfaced to the LCG1 file catalog.
The middleware tools that AliEn must be aware of are the command-line interface to UI and to the file catalog.
The WN of LCG1 must have output connectivity through TCP/IP to be able to register the outputs to the AliEn file catalog.
A.2.6 Performance metrics
Since LCG1 will be integrated in the AliEn production as any other CE we will continuously monitor the performance of LCG1 as compared to the other CE. 

This performance will be expressed relatively in terms of processed jobs, failed jobs, used CPU resources and must scale with the amount of CPU resources available for each CE.
To calculate performances expected from LCG1 we consider the requirements which have been presented to PEB and are listed in
 http://documents.cern.ch/AGE/current/fullAgenda.php?ida=a021148 
for the Physics Data Challenge to be started in Q1 2004.
We expect that in December 2003, LCG1 will provide 100% of the resources needed for the data challenge. The final number will be established based on the effective availability of the LCG1 services for the ALICE data challenge, as discussed in GDB meeting.

Event rates:

· PbPb: 120/day (3 KSI95), continuous during 3 months, for event simulation plus 37K/day (51 KSI95), average during 4-5 months, for reconstruction. One job produces one event.

· pp: 120K/day (19 KSI95), continuous during 3 months, for event simulation plus 74K/day (1 KSi95), average during 4.5 months, for reconstruction. One job produces 1,000 events.

These numbers are calculated as the total number of events needed for the data challenge divided by the time duration of the data challenge.
Efficiency: 95%; it is defined as the number of produced events divided by the number of expected events. It is taken as the efficiency obtained for various sites during the previous data challenges and using AliEn. Jobs which failed because of application-software problems have been excluded from the statistics.
The total amount of data stored (including simulated events, reconstructed events and analyzed data) will be 220 TB (84 TB in Q1 2004).
The job-submission rate to LCG1 will be 1Hz until the queue is filled, the threshold being fixed by AliEn.
A.3 CMS

A.3.1 Preamble

HEP tasks place very different requirements on a computing environment:

· Some tasks can run in relatively unsophisticated environment, for example MC Generation and Simulation

· Others, for example realistic detector reconstruction, require access to calibration databases and/or large input datasets

· Some tasks, such as digitization with pileup, while individually onerous but not complex, can severely stress a computing center if not well configured (Disks may be in continuous seek mode or network nodes may be overloaded).

This leads us to a recognition that, at least for the immediate future, we cannot only operate in a homogenous Grid (a sort of worldwide “condor pool”). Some tasks will rely on a more complex environment to be present at their execution sites.

Pragmatically, this infers that some tasks will require to be run at a “T1” center that will probably require asynchronous effort to ensure that the center is able to perform certain types of tasks. (For example, the center has a copy of the large input dataset required by task X and it has a sufficiently recent version of the calibration database required by task X.)

Thus we intend to use generic resources for all those tasks that can make use of them, but to also require more sophisticated and managed resources for certain tasks. It is our goal to migrate as much work as possible to the first model, but currently we do not see realistic ways to do this for a significant fraction of our work. For these tasks the model will be more of using Grid tools across well managed distributed computing centers, rather than opportunistic use of generic resources.

A.3.2 Workflow in some key use cases

A.3.2.1 Job specification

Jobs will typically require a number of small flat files to steer them, these would be sent via the sandbox. The job specification (JDL or whatever) would also contain the LFN of an executable that may be preinstalled in the experiment-specific area (as it is today) or may be retrieved via a Replica Service. Most of our executable use dynamic loading to load libraries on demand, so if the executable comes via the Replica Service then the set of libraries it needs would presumably be provided by a similar mechanism. Input and output data files will be specified not as a list of LFNs but as one or more data-‘Collections’. A Collection is a set of data files and metadata files that describes one coherent set of events.

The set of input LFNs can be derived from the Collection name (via the POOL catalogue for example), but depending on the job-type the actual files needed may be only a fraction of the total set of LFNs in a Collection. A sparse analysis may touch only a few percent of the files, while the entire input collection may run to hundreds of files.

In the case where a job produces output Collections it is not generally possible to know beforehand how many files will be produced or what there names will be. The number depends on the data volume, which depends heavily on the job-type. The names contain a UUID that is generated at runtime by our framework, so also cannot be known in advance. The number of files created would typically be small, 10 or less.

The JDL would typically also contain the specification of the job in terms of the maximum disk space it would need and the memory and CPU requirements.

Jobs do not currently require direct access to the WAN. They do not contact any ‘remote’ services directly, and there are no local agents in our system. We use BOSS [5] for real-time job tracking in a MySQL DB but this is installed locally at every production site. It has been demonstrated that BOSS can work on the WAN using a central MySQL DB. Fault tolerance against network or server failures is achieved through journal files sent back via the sandbox. We expect to be able to use R-GMA as a proxy to remove the need for local BOSS installations while keeping the system robust in a distributed environment.

A.3.2.2 Job types

There are several different types of jobs, the most important being event generation, simulation, digitization, and analysis. Their characteristics vary greatly:

· Generation is classic CPU-bound production of relatively small quantities of data (a few tens of MB) in output ntuples. The ntuples could be sent back to the user by the sandbox (if they are really small) or via a Replica Service There is no input dataset, only cardfiles. Filtering the final state particles for interesting events may make generation the most CPU-intensive step, we have seen 15 minutes per output event in the worst case. Normally it takes ~ 1 second per event.

· Simulation takes the ntuples from the generation step and simulates them in the detector. It requires geometry files as input (zebra files or XML via the Detector Description Database) and perhaps other files describing other details. These extra files can probably be handled in exactly the same way as the executable itself.
The output is typically only a few files, no more than a few GB. These would be uploaded to the Grid via a Replica Service, and the metadata needed to attach these files to a POOL catalogue will be sent back with the sandbox. We are investigating the possibility of e-mailing this metadata to a service that can deal with it automatically, to cope with the case where sandboxes disappear.
The CPU time per event varies from about 1 minute per typical event up to 15 minutes per event in the most complex cases.

· Digitisation takes the output of simulation and digitises it. The digitisation may mix in minbias events to account for the pileup at different luminosities – a single sample of pileup events is shared for all digitisations. The input and output Collection sizes may be a few GB each. Output data would be handled in the same way as for simulation.
In the case where pileup is mixed in the total amount of data from the pileup collection is 30-40 GB for events digitised at high luminosity, or 6-8 GB for digitisation at low luminosity (N.B. DC04 preparations require digitisation only at low luminosity). This is smaller than the total size of the pileup sample (expected to be ~ 100 GB), so it is not sensible to consider copying the pileup sample to the worker node before digitisation.

· Analysis jobs are more variable. They may read large datasets and reduce them to a summary ntuple or ROOT file, or may just produce histograms directly. They may also redigitise events with different algorithms, possibly saving the output data. They may read every event in a large collection or read sparsely, making it inefficient to prestage the whole collection. They vary greatly in their CPU requirements, from a few seconds to over a minute per event. Analysis jobs will also need access to a calibration DB, probably needing only sparse access to it.

Access to pileup data requires special mention. For digitisation the pileup is sampled pseudo-randomly, and a typical server can serve only about 20 clients from the same copy before it is overloaded. We get around this by load-balancing across multiple servers, each with their own copy of the pileup collection. We have no idea how this can be done in LCG-1, if it can be done at all.

Analysis jobs also need to have access to the pileup, since the pileup is part of each digitised event. Their needs are less demanding since, by definition, the minbias sample is unlikely to contain interesting particles, but it is needed nonetheless.

Complicating the issue further, several of these job-types may be present in the same single batch job. For example, for some specialized analyses we run the entire chain (generation, simulation, reconstruction, and analysis) in one single batch job, keeping only the (small) output ntuples. Other jobs have run generation and simulation, and then two reconstruction passes with different pileup and an analysis pass on each. Other combinations can also occur. So the actual requirements (memory, disk…) of any single batch job may vary greatly throughout its execution, and files may be uploaded to or downloaded from a Replica Service at several points, not just at the beginning or the end.
A.4 LHCb

This section describes the current LHCb production system, how it is implemented, the use cases that represents, and what we LCG-1 middleware we will use. In the short term (2003), there are no plans for using LCG-1 for analysis. Our analysis model will be developed during 2003 and we anticipate using LCG-1 for analysis during the course of 2004.
A.4.1 Architecture of the LHCb production system
The architecture of the LHCb production system is shown in Figure 1.
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Figure 1 LHCb distributed production system

The system is based on the following components:

1. A number of distributed production centers, each with

a. CPU’s (compute elements) accessible via a batch queing system

b. Local storage (storage elements) 

c. The pre-installed LHCb production software environment

d. A production agent, software that manages the local production

2. Some databases at CERN:

a. The production database where requests for production and their status are stored

b. Castor, where output datasets are stored for further physics analysis

c. The metadata catalog linking output datasets to production parameters

d. The software release area

3. Some services at CERN to access the databases:

a. The monitoring service which checks the production database for outstanding requests for jobs, upon request from a production agent

b. The production service which takes an outstanding request from the production database and creates a set of scripts, upon request from a production agent

c. The meta data catalog service which updates the meta data catalog when an output dataset has been successfully created

A.4.2 Workflow of production jobs

The numbers in the list correspond to the numbers in Figure 1.

1. A production request is created and added to the production database via a Web page.

2. When the occupancy of the batch queues in a production center drops below a given level, the production agent interrogates the monitoring service to see if there are outstanding production requests. 

3. If this is the case, a number of job scripts are created and the jobs are submitted to the production center.

4. A job script contains one line that starts up an agent.

5. The agent (python) will manage the following tasks: 

· If the required software is available; if not, it will install it.

· Manage (copy to/from local storage to/from mass storage) the required input/output data and log files. All reusable datasets are copied to/from Castor.

· Run the executables according to specific workflows.

· When the datasets have been successfully transferred, the metadata catalog is updated, thus making the dataset available to the collaboration for analysis.

· If more time is available, the agent will check the production database for further outstanding production requests.

Executables are run according to three (atomic) types of workflows:

1. Simulation. This is currently a FORTRAN (Geant 3) executable. Our C++ (Geant 4) simulation program will be phased in towards the beginning of 2004. There is no input. The output is Zebra banks with Geant 3 hits and tracks. To produce 500 events takes <= 14 hours on a 1GHz machine, and the output dataset has a size of <= 0.6 GB. We always produce datasets of 500 events.

2. Reconstruction. This is a C++ executable. It takes 3 input datasets (the dataset to be reconstructed plus 2 minimum bias datasets for spill over). It creates one output dataset (Root). To reconstruct 500 events takes <= 10 hrs on a 1GHz machine and the output dataset has a size of <= 0.25 GB.

3. Reprocessing. The same as reconstruction but with extra requirements on the bookkeeping to select input files corresponding to a specific version.

We always run a combination of the atomic workflows, as this simplifies the bookkeeping: in one job we run the simulation program three times to produce a signal dataset, plus 2 minimum bias datasets for spillover; these three datasets are the input to the reconstruction program. If reconstruction will be done, the output datasets of the simulation step are kept; otherwise they are thrown away.

Analysis jobs will have a different, more dynamic workflow, as which datasets will be required during execution cannot be predicted before the job starts. 

A.4.3 Installation procedure

For a first time installation, a script is downloaded from a web page. This script creates the required directory structure and downloads the latest software environment. Local customizations are kept in a single script; this concerns mostly the interface to mass storage. Subsequent releases of scripts are installed on top of currently installed ones, except the locally modified ones. Subsequent releases of executables are fetched from the release area at CERN automatically when a running job detects that the required software is not installed.

This installation procedure is very simple and scales very well. 

It is a requirement that we can install our software at a very high frequency upon demand.

A.4.4 Technology used

The following technology was used to implement this system:

· The job submission UI is an HTML page with a java servlet.

· The data production and metadata catalog databases are provided by the central CERN Oracle service.
· The production service and the monitoring service are written in C++. 

· The metadata catalog service is written in java.
· The production agent and the scripts controlling the production are written in python. 

· The communication protocol between the scripts/agents and the services are xml-rpc.
A.4.5 Use of LCG-1 middleware

As described above, the LHCb system can run without any middleware, provided:

· The pbs/lsf/condor/bqs/etc. job submission commands are available

· Output data can be transferred to castor at CERN via bbftp

The middleware that we plan to try is:

· The LCG-1 job submission command. We expect to submit tens of thousands of jobs of 500 events (lasting about 48 hours) per production run.

· The LCG-1 command for copying output data to the available (mass) storage element. The size of 500 reconstructed LHCb events is of the order of 250 Mb; this requires generation of 500 channel events (500 Mb) and 1000 minimum bias events for spillover (600 Mb). We must be able to write the datasets created by our jobs onto Castor, and be able to read those datasets from jobs not running on LCG-1.

· Possibly some resource broker commands to submit jobs that require input data for reprocessing.

A.4.6 Performance metrics

Our performance metrics will be calculated using the numbers of events produced.

For example, we know that under optimal circumstances on a 1GHz machine we can produce ~400 reconstructed signal events/day. So if, over a 5 day period, we have 10 1 GHz LCG-1 CPUs (or batch queues) at our disposal, we would expect to produce 20k events. The performance will then be the real number of events divided by the expected number of events.
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� PPDG – The Particle Physics Data Grid (� HYPERLINK "http://www.ppdg.net/" ��http://www.ppdg.net/�); GriPhyN – Grid Physics Network (� HYPERLINK "http://www.griphyn.org/" ��http://www.griphyn.org/�); iVDGL – the International Virtual Data Grid Laboratory (� HYPERLINK "http://www.ivdgl.org/" ��http://www.ivdgl.org/�).
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