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1 
Executive Summary

This interim report
 focuses on the immediate future and needs for high performance, high throughput networking, it includes:

· A discussion of the impact of Gigabit Ethernet

· Considerations for end systems

· Current technologies for Wide Area Networking

· Some recent performance measurements 

· Recent developments in transport protocols (TCP/IP)


For many years, grossly insufficient amounts of bandwidth have been available to the research community, thus preventing them from deploying bandwidth intensive applications, such as  Grids, across the wide area infrastructure of the research networks on a worldwide basis. 

During the last three years, since CERN’s last PASTA
 report on networking technologies
 was issued back in September 1999, and following the de-regulation of the Telecom industry in many parts of the world, prices have fallen at an accelerated pace
 and have reached unprecedented low levels. 

As a result many commercial and research and education backbones, as well as major links and testbeds for network R&D, have been upgraded to 10 Gbps
. 

Another result of these low prices, this time unfortunate, is that the whole Telecom industry is having serious financial troubles. Since the economic prospects looking forward are not very bright either, there is currently little incentive in the industry to push towards the next technology steps, i.e. 40Gbps in wide area networks (WAN) and 40, 80 or 100Gbps Ethernet in local area networks (LAN).

Due to lack of time, this interim report will mostly list what are believed to be the main issues in the LAN & WAN environments, in order to support the vision of a worldwide LHC computing Grid in time for the start of the new accelerator in 2007.

2 Data Intensive Grids

The success of data intensive Grids critically relies on the availability of very high speed, reliable links between the participating computing and storage elements. Therefore, a prerequisite is the existence of very fast links
 between sites participating in the Grid, as well as excellent connectivity to the actual compute and storage resources at the various regional computing centers. This implies:

· Transparent firewalls, performance-wise, between the external and the internal network, or equivalent engineering solutions; 

· Multi-Gigabit Ethernet LAN backbones;

· Gigabit Ethernet infrastructure down to the servers;

· High performance compute- and disk servers.

Once all these conditions are met, which may require a heavy investment at large computing centers, there is still a massive tuning effort to be carried out, if one is to approach “wire speed” end-to-end performance routinely across the different LAN and WAN environments. This can be extremely time-consuming, especially in fast changing operational environments with continual hardware and software upgrades. 

As expected, ATM
 is slowly but surely disappearing in the core of the new 10Gbps backbones. In  some cases the Internet Service Providers (ISP) have plans to support ATM adaptation layer 5 (AAL5
 frame services) over MPLS
. 

The penetration of MPLS in Internet backbones has been increasing steadily, even though this new technology, because of its complexity, faces strong opposition from the supporters of the “keep the backbone simple and push the complexity to the edge” model. It is important to note that this model has been one of the foundations of the original, scalable, Internet, and so the strength of the opposition in some quarters is not unexpected. 

Both layer 2 and layer 3 Virtual Private Networks (VPN) are becoming extremely popular, often implemented in conjunction with MPLS.

The various variants of Wave Division Multiplex (WDM) technology, e.g. CWDM (“coarse”), Metro WDM and DWDM (“dense”), have continued to develop. New records have been achieved rather frequently over the last few years, bringing the aggregate transmission capacity of terrestrial DWDM systems ever higher: from 1 Tbps back in 1999, to 3 Tbps in 2001, and now moving towards the expected theoretical limit of 10Tbps per fibre. 

In addition, major progresses have been made towards 40Gbps transmission. 40 Gbps-capable terrestrial WDM systems will soon be deployed, initially in limited geographical areas. 

In an attempt to build cheaper networks with nearly unlimited capacity there has been a great deal of interest in Gigabit Ethernet-based, dark fibre networks, particularly in the academic and research community.

Indeed, as there are now enough examples
 of such existing or projected networks, the way in which academic and research networks are likely to evolve is becoming clearer. In particular, the availability of multiple wavelengths on a fiber opens the way to so-called “lambda Grids”.

The term “lambda Grids” is usually used to describe fully or partially meshed Grids between several locations, based on optical point-to-point links. As distances increase, the economic feasibility of having multiple wavelengths on a fiber decreases, because of the increasingly high costs of the transmission equipment. This has led to interest in hybrid solutions, where one is able to dynamically provision a few, or just one wavelength “on demand” across a subset of the full Grid. 

There are several reasons why end-to-end dynamically provisioned wavelengths, in effect a partial return to the circuit switched model (analogous to the old telephone system) may play a role in the emerging world of optical networking. This mode of provisioning, which could complement but not replace conventional, packet based, layer 3 services, is attractive because it 

· May lower the total equipment costs (i.e. less interfaces needed)

· Allows Telecom Providers with overcapacity in their respective backbones to reduce their overall data transmission costs by setting up a pool of unallocated wavelengths, that can be dynamically provisioned (e.g. using a G-MPLS
 like interface) to meet the needs of multiple customers.

· Restricts the maximum number of wavelengths on a given local loop, which may be an important cost reduction factor.

· Reduces the need for prohibitively expensive layer 3 equipment (routers).

In general, as one moves from layer 1 (transmission) to layer 2 (link) and to layer 3 (network) the interface costs increase dramatically; by as much as an order of magnitude in moving from one layer to the next according to some estimates. This because of the additional functionality required in the ASICs, the huge amount of memory which has to be installed in order to provide proper buffering capabilities, etc. 

For example, on Cisco GSR
 routers the cheapest list price of a 10Gbps SONET/SDH interface is $ 150K for VSR (Very Short Range) optics and it goes up to $ 325 K for 1550nm IR (Intermediate Reach) optics. 

Whereas a 10 Gigabit Ethernet interface for a Cisco 6500/7600
 layer 2 switch goes from $ 65K to $ 85K, a 10Gbps SONET port for the ONS15454
, a layer 1 Multiplexer only costs $ 55 K 

Therefore it is economically tempting to use less sophisticated, lower layer devices whenever possible, which explains the push towards “Gigabit Ethernet everywhere” networks.

Regarding 40 Gbps technology, several key actors, including Alcatel, Lucent and Nortel, are very close to having deployable commercial products. For example, Deutsche Telekom/T-Systems is planning to introduce 40 Gbps WDM systems in some parts of their terrestrial networks, however there are still some minor technical problems to be solved before deployment can start. 

The bad news is that new technologies are always very expensive initially; therefore, the corresponding investments are often huge. Given the slowdown of the economy, nearly  worldwide, and the lack of demand for even 10 Gbps systems, the justification for deploying 40 Gbps-capable WDM systems is rather difficult to make on a very wide scale, especially as some existing fibre optic cables may need to be replaced with special  fibres (e.g. Alcatel Teralight
). For example, it is far from clear whether there is a possibility to deploy 40 Gbps wavelengths over existing Transoceanic cables, and if so, which ones; however this needs to be very carefully checked.

In summary, history will repeat itself, namely Wide Area Networks products at the leading level of performance will once again become available well ahead of similar products in the Local Area Network market. Initially, 40 Gbps will only be available at layer 1, and because of the high associated costs, will probably appear only in some very limited geographical environments (there are already numerous 40 Gbps testbeds). 40 Gbps on layer 3 equipment (i.e. routers) is not there yet, even though several companies are developing prototypes. From both a consumer and a provider standpoint, the main motivations behind 40 Gbps are the increased bandwidth, combined with the expected economy of scale and potential savings in overall operational costs. However, at this stage there are serious doubts that 40 Gbps layer 3 interfaces can be produced at competitive prices, i.e. at a price significantly less than the price of four 10 Gbps interfaces! 

3 LANs

Investment in both WAN and LAN infrastructures are equally important for high performance end-to-end. Another way to state the obvious is that there is no point in being connected to a very high speed WAN infrastructure that cannot be used, in practice, because of an under-provisioned LAN, including the servers connected to it.  

The pervasiveness of Gigabit Ethernet (GigE) has progressed much faster than would have been imagined 1 to 2 years ago. Typical copper GigE network interface cards (NICs) have fallen to the $ 100 to $ 150 range, and fiber GigE NICs are in the range of $ 500 each, some with sophisticated Transport Offload Engines (TOE) that lower the CPU load on the server. One of Intel’s main chipsets, the E7500, supports dual GigE ports (as well as dual Pentium 4’s) on the motherboard. In the Fall of 2002 Dell introduced a 24 port copper GigE switch with a non-blocking backplane for $ 2.1K
. 

All of these developments and the increasing penetration of GigE has led to increasing market interest in 10 Gigabit Ethernet in LAN backbones, and the corresponding speed ports in switches and routers.  

The final 10 Gigabit Ethernet (10 GigE) standard
 was only ratified in June 2002, therefore it is not so surprising that there are many uncertainties surrounding the 10GigE market in the next 2 to 5 years, hence a relative lack of products in terms of aggregate switching capacity, but also very high prices.

It is interesting to note that the original 1999 prediction that 10G would already become available in 2002 turned out to be true, however, there have been more “testbeds” than anything resembling to a massive deployment!

A number of vendors, e.g. Enterasys
 (Matrix-E1 OAS) have layer 2 switches with a 10 Gbps uplink (such as 12 GigE ports and one 10GigE port in a switch costing approximately $ 30K. Layer 3 10GigE ports are also available from Enterasys (such as the X-Pedition ER16, with seven 10 Gbps  ports) but at $ 40K per port. This price/port is cheap compared to Cisco, but cannot be compared directly because of the different functionality, i.e. layer 3 in LAN vs WAN environments.

Alcatel
 (OmniSwitch 8800, sixteen 10 Gbps ports), Avaya
 (P882 MultiService switch, eight 10 Gbps ports), Extreme
 (BlackDiamond 6816, sixteen 10 Gbps ports), Foundry
 (BigIron 15000 (layer3) and FastIron 1500 (layer2), fourteen 10 Gbps ports), Riverstone
 (RS38000,  four 10 Gbps ports) as well as the newcomer Force10
 (E1200, twenty eight 10 Gbps ports) also have products, and there are certainly many other companies having or planning products for this promising new market segment.

3.1 Let us now look at how some industry analysts assess the situation:

According to Phil Hochmut in a Network World article
 dated May 2002, 

“A result of 10GigE technology’s complexity is its high price, experts say. With the average for a 10G Ethernet port in the area of $40,000, according to IDC, the technology is out of the price range of most corporate IT shops. But that price is still a fraction of the cost of the 10G bit/sec OC-192c SONET equivalent, which costs around $300,000 per port. And like Fast and Gigabit Ethernet before, IDC
 expects 10G Ethernet prices to decline significantly, dropping to about $7,800 per port by 2005. The lower price also will spur adoption of the technology - as IDC predicts port shipments to grow from around 9,000 to more than 400,000 ports shipped between now and 2005.” 
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Figure 1: 10 Gigabit Ethernet market
In another Network World article Bobby Johnson, CEO and founder of Foundry Networks, used his keynote address at the Networld+Interop show in September 2002 to share his vision of the future of his favorite network technology, from Gigabit Ethernet, to 10 Gigabit Ethernet and beyond.

“Gigabit over copper is going to have an effect on the adoption of 10 Gigabit Ethernet [in enterprises] As Intel approaches 3GHz processors for PCs, you should be looking at driving 1000BaseT down to the desktop.”

He expects that in two to five years, Gigabit Ethernet will be predominant on the desktop, with 10 Gigabit emerging in the LAN core. What’s holding back widespread adoption of 10G Ethernet right now is pricing, he said.

“There’s no magic to 10 Gigabit Ethernet,” as a technology, he says. “The real magic will be getting the cost out of 10 Gigabit Ethernet, but that will happen.” Johnson estimates that while per port pricing of 10G Ethernet now is between $25,000 to $75,000 per connection, he thinks that will drop to around $5,000 per port by 2006.

Johnson also ventured to look beyond 10-Gigabit Ethernet to even faster network technologies he says could be just around the corner.

“While Ethernet speeds have always grown in powers of ten, that may change,” Johnson said. With the next logical step for Ethernet being 100G bit/sec, Johnson thinks the industry may lean towards 40 Gigabit Ethernet. With 40G bit/sec pipes existing today in the form of OC-768, there is existing technology to build off of, whereas there is no standard for doing 100M bit/sec.

In the past, Johnson said, the development of high speed Ethernet involved “piggybacking” on top of technology from existing high-speed connectivity technologies: Gigabit Ethernet borrowed from Fibre Channel and 10 Gigabit Ethernet borrowed from OC-192.

“40 Gigabits is certainly a lot of bandwidth,” he added.

3.2 The Impact of Gigabit Ethernet in Campus backbones

Not so long ago Gigabit Ethernet was used as the technology of choice to build campus backbones, and very few hosts could be connected directly to the backbone. So, the conventional hierarchical structure of a typical campus network was 100Mbps Ethernet switches with Gigabit Ethernet up links to the multi-Gigabit Ethernet core backbone.

With the increased availability and decrease in cost
 of Gigabit Ethernet using Cat-5 twisted pair cabling, system suppliers and integrators are offering Gigabit Ethernet and associated switches as the preferred interconnect between disk servers and PC compute farms as well as the most common campus or departmental backbone. With the excellent publicity that ‘Gigabit Ethernet is just Ethernet’, users and administrators are now expecting Gigabit performance just by purchasing Gigabit components.  What often occurs in practice is that the wide deployment of Gigabit Ethernet leads to congestion, or saturation, of the access link and/or the LAN in the Campus or laboratory. 

3.3 End-to-End performance

Gigabit Ethernet is with us now and quite legitimately users have high expectations, BUT they need lot of help with tuning, especially if they are using end-to-end paths that involve long distance networks!

Indeed, life is not quite so simple; the operation and specification of the end-systems is of great importance as well. In general, server quality and not just supermarket style motherboards and disk sub-systems are required to ensure the compute power and I/O capability required for sustained end-to-end Gigabit transfers. Tests indicate that a 64bit 66 MHz PCI or PCI-X bus should be used, and preferably the design of the motherboard should allow the storage and network devices to be on separate PCI buses to allow suitable separation of the traffic. 

4 Quality of Service (QoS) and Collaborative Tools

The new (current) generations of routers and switches all provide Quality of Service (QoS) in one form or another. The technology for so-called “differentiated services” (diffserv
), for example, is well understood and available from most vendors. 

However, operational deployment is lagging behind as there is no clear demand,; meaning that  very few users are ready to pay high prices for QoS-enabled services. In addition, inter-domain QoS is incredibly complex to deploy, because the inter-domain settlement mechanisms that would be necessary to support it Internet-wide do not exist, and some experts think it will never exist. 

Under these circumstances, it is worth noting that the GÉANT the pan-European backbone provided by Dante to interconnect the National Research and Education Networks (NREN) has started to offer different classes of services such as: IP Premium
, Best Effort, and Less than Best Effort (LBE/Scavenger
). But it is also worth noting that very few, if any, NRENs do provide QoS-enabled services to their users !
However, as it is becoming clearer that the simple fact of over-provisioning networks is not sufficient to guarantee low jitter and low packet loss whether on- or off campus, the need for QoS will continue to be there. A practical alternative to QoS is bandwidth reservation, but this technology suffers from more or less the same problems as QoS, i.e., complexity of deployment in single domains, and gigantic administrative problems in multiple-domain environments.

There are ever increasing needs for videoconferencing, and the market is increasingly turning towards IP-based products and services. The best possible quality of interaction using these products (such as VRVS
 or Access Grid
) may require QoS, especially if the bandwidth is limited or the collaborative sessions coexist with high throughput file transfers on the same network segments. 

5 Protocol issues 

In order to take advantage of new backbone capacities which are advancing rapidly to 10 Gbps, there is a clear and urgent need for a reliable transport protocol able to routinely deliver end-to-end multi-Gbps performance.

TCP is the most common solution for reliable data transfer over IP networks. It has been carrying more than 90% of the Internet traffic. Although TCP has proven its remarkable capabilities to adapt to vastly different networks, recent theory and experiment have shown that TCP becomes inefficient when the bandwidth and the latency increase. TCP suffers from stability problems [1,2] and the current additive increase policy
 limits its ability to use spare bandwidth [3]. 

For example, suppose a connection has a round trip time of 180 ms and a packet size of 1500 bytes. An available bandwidth of 1Gbps corresponds to a congestion window of 14400 packets. After a congestion event (i.e. a packet loss), the congestion widow is halved to 7200 packets, which is equivalent to sending at 500 Mbps. To reach a sending rate of 1 Gbps again will take 7200 round trip times or about 22 minutes, because the congestion window is increased by one 1500 byte segment each round time [4]. 

In order to address those issues, several research teams are developing theories and new TCP algorithms, and testing them in testbeds. It is intended to deploy the most successful of these in production networks in the near future. 

5.1 Scalable TCP:

Scalable TCP has been designed from a strong theoretical base to ensure resource sharing and stability while maintaining agility to prevailing network conditions. The Scalable TCP algorithm is only used for windows above a certain size. It is designed to be incrementally deployable and behaves identically to traditional TCP stacks when small windows are sufficient.

http://www-lce.eng.cam.ac.uk/~ctk21/scalable/
5.2 GridDT:

The goal of the algorithm is to reproduce the behavior of a Multi-stream TCP data transfers with a single stream and it allows users to virtually increase the MSS (Maximum segment size). GridDT is a simple sender-side alteration of the TCP algorithm. 

http://sunstats.cern.ch/mrtg/tcp_tune/
5.3 FAST kernel:

The implementation of the FAST kernel involves a number of innovations that are crucial to achieve scalability, stability and throughput at multi-Gbps over long distance. In particular, the FAST kernel takes into account the changes in queuing delay as a measure of congestion.

http://netlab.caltech.edu/FAST/
5.4 Web100:

Without expert attention from network engineers, users are unlikely to achieve even 10 Mbps single stream TCP transfers, despite the fact that the underlying network infrastructure can support data rates of 100Mbps or more. The Web100 project was created to produce a complete host-software environment that will run common TCP applications at or approaching 100% of the available bandwidth, regardless of the magnitude of a network’s capability.

http://www.web100.org/
5.5 HSTCP:

HighSpeed TCP is a proposal from Sally Floyd to alter the TCP response function to recover more quickly for high congestion windows to allow higher throughputs to be sustained with realistic loss-rates. It is still broadly AIMD, but the increase and decrease change continuously as the congestion window increases, behaving identically to standard TCP for small congestion windows.

www.hep.man.ac.uk/~garethf/hstcp 

5.6 XCP:

XCP is a novel approach to Internet congestion control that outperforms TCP in conventional environments, and remains efficient, fair, scalable, and stable as the bandwidth-delay product increases. This new eXplicit Control Protocol, XCP, generalizes the Explicit Congestion Notification proposal (ECN). However, the generalization of ECN requires important modification of marking algorithms in intermediary systems (i.e routers and switches). This makes it very difficult to deploy.

http://www.ana.lcs.mit.edu/dina/XCP/
5.7 Conclusion:
Several experts advocate that TCP should not be used by applications with large bulk data transfer requirements, and that a reliable User Datagram (UDP)-based protocol should be used instead. However, new TCP algorithms described above are really promising for several reasons:

· Most of them have shown that they can sustain throughput close to 1 Gbps over long distances and long period of times (several hours). Note that the limitation at 1 Gbps is due to the network interface cards. 

· Performance improvement can be dramatic for senders using a new TCP algorithm for  data transfers over long-distance high-speed networks (see next paragraph).

· Except XCP, they are all sender-based. It means that high throughput can be achieved with current routers by modifying only the TCP kernel at the sending host. This feature is particularly important in the deployment of new TCP stacks Some of them (e.g. FAST) work well with the standard packet size of 1500 bytes, which means they can be deployed without modifying the switches or routers, or their default configuration, along the network path.

· First results about fairness issues show that under particular circumstances the fairness between end-users is improved because the new algorithms take into account the effect changes in the round trip time (RTT), and the value of the maximum segment size (MSS; roughly equal to the largest packet size) in the evaluation and adjustment of the congestion widow size.

Alternative protocols also are being considered in order to determine if they met the needs of the HENP community. These include Stream Control Transmission Protocol (SCTP, www.sctp.org), Scheduled Transfer (ST, http://www.hippi.org/cST.html) and Tsunami (http://www.indiana.edu/~uits/cpo/tsunami/). 
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6 High Performance Transport Experiments 

6.1 Scalable TCP and recovery time 

The table below shows the approximate recovery times for traditional TCP congestion control and Scalable TCP congestion control at a variety of sending rates, following a period of packet loss lasting less than one round trip time. It supposes a 1500 byte packet size and a round trip time of 200ms.

	Rate
	Standard TCP
recovery time
	Scalable TCP
recovery time

	1Mbps
	1.7s
	2.7s

	10Mbps
	17s
	2.7s

	100Mbps
	2mins
	2.7s

	1Gbps
	28mins
	2.7s

	10Gbps
	4hrs 43mins
	2.7s


Figure 2 Scalable TCP and recovery time

6.2 GridDT performance over the DataTAG transatlantic link


The following measurements have been performed between Chicago and Geneva via the 2.5 Gbps DataTAG research link.

[image: image3.jpg]20000 M

Two streams:

T : : x
< : - : :
§1500.0 M peeeeaseeses ---------- ﬁtﬂﬁgi%gg\\ --%éﬁg‘,‘,’gﬁgxw ------ R
(7] : 2 : :
0LJ1000.0 [y § peesceosace ------------------------ DONTOOTTOG A CURIOTOON IO, e
2 H
8 500,0 M e ------------------------ U R
& : z g :

0.0 M ¥

Week 33 lleek 34 leek 35 Week 36 lleek 37





Figure 3 GridDT performances between CERN (Gva) and Starlight (Chi)
Legend:

* Memory to memory transfer at more than 900 Mbps during 24 hours with a single TCP stream.

** Memory to memory transfer at 1.3 Gbps between a dual Pentium 4 with dual GigE network adapters at CERN and a dual Pentium 4 with a dual Syskonnect GigE network adapter at Chicago.

*** Memory to memory transfer between 3 hosts at Chicago and three hosts at CERN at 1.9 Gbps during 72hours, using three GigE ports with Syskonnect adapters. This corresponds to more that 60 TBytes transferred in 72 hours.

6.3 Fast kernel performances at SC2002:


The FAST kernel  (http://netlab.caltech.edu/FAST)  was first demonstrated publicly in experiments conducted during the SuperComputing Conference (SC2002), November 16-22, 2002, in Baltimore. 

Highlights of the experiments are summarized below:

· Standard MTU (1,460B application data)

· All statistics are averages over > 1hr

· Peak window size = 14,255 pkts

· 925Mbps (95% utilization) single flow averaged over 1hr

· 21TB in 6 hrs with 10 flows (8.6Gbps, 88% utilization)

· 11.5Gbps with 14 flows during the SCinet bandwidth challenge
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Figure 4 Fast kernel performance during Super Computing 2002 at Baltimore. In green are the values of the current Internet2 land speed record established with the “standard” TCP stack. The vertical axis is the product of the throughput and the length of the network path in meters.

6.4 iGrid 2002, Radio Astronomy VLBI Data Transport Demonstration:

The plot of the traffic levels from the SuperJANET4 access router at Manchester for the Net North West MAN during the iGrid2002 meeting in Amsterdam is shown below. The normal diurnal traffic levels for the Net North West MAN vary between 70 and 300 Mbi/s into the MAN (solid graph) and between 200 and 400 Mbit/s out of the MAN (line graph). The 500 Mbit/s VLBI (Very Long Baseline Interferometry) traffic for iGrid2002 is visible as the sharp spikes, which occurred while the demonstration was in progress. The VLBI data takes the outgoing traffic level to 650 to 700 Mbit/s, or 65 to 70 % of the raw capacity of the access links.
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Figure 5 Radio Astronomy VLBI Data Transport Demonstration
7 Considerations for End Systems

In order to be able to perform sustained data transfers over the network at Gigabit speeds, it is essential to study the behaviour and performance of the end-system compute platform and the network interface cards (NIC). In general, data must be transferred between system memory and the interface and then placed on the network. For this reason, the operation and interactions of the memory, CPU, memory-bus, the bridge to the input-output bus (often referred to as the “chipset”), the network interface card and the input-output bus itself (in this case PCI / PCI-X) are of great importance. The design and implementation of the software drivers, protocol stack, and operating system are also vital to good performance. For most data transfers, the information must be read from and stored on permanent storage, thus the performance of the storage sub-systems and this interaction with the computer buses is equally important.
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Figure 6 The traces of the signals on the send and receive PCI buses for the Intel PRO/1000 XT NIC for a stream of 1400 byte packets transmitted with a separation of 11 µs on a motherboard with PCI bus was 64 bit 33 MHz.
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Figure 7 The traces of the signals on the send and receive PCI buses for the Intel PRO/1000 XT NIC for a stream of 1400 byte packets transmitted with a separation of 15 µs on a motherboard with PCI bus was 64 bit 66 MHz.

Figure 6 and Figure 7 show the occupancy of a PCI bus during the transmission of 1472 bytes packets for a PCI bus at 33 Mhz and at 66 Mhz. The time to transmit a packet on a 33 Mhz bus is twice as large as on a 66 Mhz bus and this severely limits the throughput. From those experiments, following paragraphs explain TCP and UDP throughput limitations of a PCI bus.

Tests with systems using 33bit 32 MHz PCI bus has almost 100% occupancy and indicate a maximum TCP throughput of ~ 670 Mbit/s. The system shown in Figure 6 with a 33 MHz PCI bus gave a throughput of 930 Mbit/s for UDP/IP traffic with 1472 bytes of user data, however, the PCI bus was occupied for ~ 9.3 µs on sending, which corresponds to ~ 82% usage, while for receiving the transfers took only ~ 5.9 µs to transfer the frame ~ 50% usage. With this level of bus usage, involving a disk sub-system operating on the same PCI bus would seriously impact performance – the data has to traverse the bus twice and there will be extra control information for the disk controller. 

To enable and operate data transfers at Gigabit speeds, the results, as shown in Figure 7, indicate that a 64bit 66 MHz PCI or PCI-X bus be used. Preferably the design of the motherboard should allow storage and network devices to be on separate PCI buses. For example, the SuperMicro P4DP6 / P4DP8 Motherboards have 4 independent 64bit 66 MHz PCI / PCI-X buses, allowing suitable separation of the bus traffic. 

The inspection of the signals on the PCI buses and the Gigabit Ethernet media has shown that a PC with a 800 MHz CPU can generate Gigabit Ethernet frames back-to-back at line speed provided that the frames are > 1000 bytes. However, much more processing power is required for the receiving system to prevent packet loss. Network studies
 at SLAC also indicate that a processor of at least 1 GHz/Gbit is required. The loss of frames in the IP stack was found to be caused by lack of available buffers between the IP layer and the UDP layer of the IP stack. It is clear that there must be sufficient compute power to allow the UDP and application to complete and ensure free buffers remain in the pool.

Driver and operating system design and interaction are most important to achieving high performance. For example, the way the driver interacts with the NIC hardware and the way it manages the internal buffers and data flow can have dramatic impact on the throughput. The operating system should be configured with sufficient buffer space to allow a continuous flow of data at Gigabit rates. 

New TCP protocols (refer to section 5) and increasing network capacities allow to reliably transmit data at 1 Gbps speed with a single stream from memory to memory. The new challenge is to reach such a rate with transfers from disk to disk. Recent experiments
 conducted by Julian Bunn at Caltech have shown we can achieve high disk performance by tuning RAID0 controllers plugged in a PCI-X slot of a Dual P4 system. A fine tuning of the file system (XSF), the Linux kernel and the RAID controllers improves performance from 60MByte(write)/140MByte(read) to 195MByte(write)/225MByte(read). 

The Yottabyte NetStorageTM Company
 transferred 5 terabytes of data disk-to-disk between Chicago, Illinois to Vancouver, British Columbia and Ottawa, Ontario, at a sustained average throughput of 11.1 gigabits per second. Peak throughput exceeded 11.6 gigabits per second. . The bulk data transfer used a Storage Wide Area Network architecture consisting of conventional fibre channel over TCP/IP encapsulation.

8 Fiber Optic cables suitable for WDM transmission

	What kind of fiber is suitable for WDM transmission?

On the viewpoint of NEC’s system, SMF (Single Mode Fiber; Specified in ITU-T G.652) is the most suitable one. It is also desirable to have lower cable loss and PMD (Polarization Mode Dispersion) value. DSF (Dispersion Shifted Fiber; Specified in ITU-T G.653) has a fetal problem due to FWM (Four Wave Mixing Effect, a kind of Non-Linear Effect) in C-band transmission. NZDSF (Non-Zero Dispersion Shifted Fiber; Specified in ITU-T G.655) might have a fatal problem in case of S-band transmission in future. Following shows comparison for those fibers. 

Items
SMF
DSF
NZDSF
Note
Cost of Fiber
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NZDSF’ cost is almost double as compared with SMF.
2.4G Transmission
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DSF has limitation for C-band transmission due to FWM.
10G Transmission
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The required compensation of dispersion for NZDSF is much lower than SMF’s.
50GHz spacing
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FWM is obliged to make power reduction in case of large number and high density transmission. 
L-Band Transmission
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Non-linear effect i.e. SRS (Stimulated Raman Scattering) is obliged to make power reduction in case of large number and high density transmission. 
40G Transmission
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The detailed and strict compensation for dispersion is necessary.
S-Band Transmission
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Since S-Band covers Zero dispersion wavelength for NZDSF, FWM gives limitation in case of S-band transmission.

 


9 Comments on the predictions made in the 1999 PASTA report

Comments by Olivier Martin:

1. By 2005, high speed access (i.e. OC-12c (622Mbps) or more) to the public Internet will be possible, high speed dedicated links on managed data networks will also be possible.

True

2. RSIP (Realm –Specific IP), or similar proposals, will become accepted ways of deploying NAT like (Network Address Translator) functionality, without breaking end to end transparency, and may a major impact on the extension of the Ipv4 lifetime. 

Wrong, transition to IPv6 is now seen as the long term solution, however, it is far from obvious that firewalls will disappear!

3. It is unlikely that IPv6 will have much impact, however, it is likely that a widely accepted strategy to migrate from the existing IPv4 world will be developed. It may well be that this strategy will imply some extensions of IPv6

True, even though the overall IPv6 situation is much better than three years ago. Many backbones have started to support native IPv6. 

4. A new routing system may be deployed in order to cope with the growth of the network and to contain the number of prefixes that need to be routed. 

Wrong, however, the growth of the routing table is a growing concern.

5. MPLS may replace ATM in some Internet backbones.

True, MPLS is becoming almost ubiquitous, however, ATM is still there, especially as an access technology.

6. ATM will not disappear.

True.

7. WDM will be ubiquitous in long distance networks and may also be deployed in some Metropolitan Area Networks (MAN) environments. It is very unlikely that WDM will make its way to the home. 

True

8. SONET will not disappear but alternatives will exist (e.g. Cisco DPT
 technology). 

True. There was a misunderstanding about DPT which has now been renamed RPR
  (Resilient Packet Rings). The alternative to SONET is unprotected lambda circuits where the automatic protection features of SONET are provided by MPLS.

9. IPSEC
 will start to be deployed. 

Well, I do not know of any large scale deployment but I may be mis-informed…

10. New “killer applications” not layered on HTTP may appear, the prevalent client-server model of today may be replaced by something else. In any case, there will be far more hosts with server capabilities than today. 

True, NAPSTER, Gnutella, etc are excellent examples of the new peer to peer application paradigms.

11. It is not clear whether multicast or ad-hoc technology like Real Networks, Freeflow (i.e. overlay networks of servers) will be used to distribute real time contents seamlessly (i.e. with acceptable delay and jitter). 

True, there is a lot of sophisticated techniques to distribute the content at the edge of the network.
12. IP telephony may have a real impact, in any case most Internet applications and first of all the Web will better integrate voice and video and will also provide gateways to the public telephony network. 

Not sure this has really been the case!

13. The hype surrounding IP Telephony and diffserv is not without bearing many similarities with what happened with ATM and RSVP
, for example. For sure, IP telephony will mature, will be more wide spread and will somehow be integrated in Web applications. Whether large scale deployment of IP telephony in the public Internet will really happen is extremely doubtful. Except in some special cases (e.g. countries where Telecom still have monopolies, private networks), there does not appear to be any obvious and significant economic advantages in favour of packet rather than circuit mode (the main difference to the end user is flat vs usage based rate). This latter point is obviously not accepted by ISPs who are not themselves incumbent telephone operators. 

True, I am not aware of anything very significant here, except that regular telephony prices went down by big factors.
14. The impact of Games, ICQ
 and IM
 technologies, Internet appliances, VCR, wireless, etc, which is sure to be very profound, on the way the next generation Internet will be organized, is for further study. 

One of the main conclusions of the 1999 report was the following one:  “In any case, the cost of bandwidth be it for data circuits or Internet access, is decreasing rapidly.”

Indeed, this is exactly what happened, however the rate of decrease has been a complete surprise to the best experts!

“Unfortunately, the multiple 622Mbps circuit needs of the LHC experiments may be difficult to achieve without a major increase (i.e. factor 3 to 5) of the existing budgets for wide area networking.”

Fortunately, this purposely too pessimist forecast whose purpose was also to alert the funding agencies about the necessity to foresee adequate budget for networking, in general, turned out to be completely wrong which is a very good thing. 

The real surprise is the fact that 10Gbps circuits have become so ubiquitous so early which the best thing that could happen to support the emerging world wide Data Grid  
















� A more complete report is planned by the SCIC Advanced Technologies Working Group, later this year. 


� � HYPERLINK "http://cern.ch/david/pasta/pasta2002Report.htm" ��http://cern.ch/david/pasta/pasta2002Report.htm�


� � HYPERLINK "http://cern.ch/omartin/public/nt3-1999.doc" ��http://cern.ch/omartin/public/nt3-1999.doc�


� In the case of the CERN circuit to Chicago prices have been divided by a factor of almost 1000 in less than 4 years!


� e.g. GEANT in Europe, SuperSINET in Japan, Abilene and Canarie in North America.


� i.e. 10Gbps or more between CERN and LHC Tier1 regional centers world wide.


� Asynchronous Transfer Mode, defined as “a cell switching network standard with a bandwidth from 25 Mbps to 622 Mbps” (� HYPERLINK "http://www.learnthat.com/define/a/atm.shtml" ��http://www.learnthat.com/define/a/atm.shtml� ). Also see � HYPERLINK "http://hsi.web.cern.ch/HSI/atm/atm.html" ��http://hsi.web.cern.ch/HSI/atm/atm.html� 


�AAL5 provides support for adaption of higher layer connection-oriented protocols to the connection-oriented ATM protocol � HYPERLINK "http://rfc-2761.rfclist.net/rfc-2761-18.htm" ��http://rfc-2761.rfclist.net/rfc-2761-18.htm�


� Multi Protocol Label Switching (MPLS)


� CANARIE in Canada, I-WIRE, I-LIGHT, National Light Rail (NLR) in the USA, SWITCH, SURFNET in Europe


� Generalised Multi Protocol Label Switching (G-MPLS)


� � HYPERLINK "http://www.cisco.com/en/US/products/hw/routers/ps167/index.html" ��http://www.cisco.com/en/US/products/hw/routers/ps167/index.html�


� � HYPERLINK "http://www.cisco.com/en/US/products/hw/routers/ps368/index.html" ��http://www.cisco.com/en/US/products/hw/routers/ps368/index.html�


� � HYPERLINK "http://www.cisco.com/en/US/products/hw/optical/ps2006/index.html" ��http://www.cisco.com/en/US/products/hw/optical/ps2006/index.html�


� Alcatel will first deploy 40G as part of its Optinex 1640 OADM product, which today is an 80-channel 10G DWDM transport solution. See: � HYPERLINK "http://www.usa.alcatel.com/telecom/transpt/1640_oadm.htm" ��www.usa.alcatel.com/telecom/transpt/1640_oadm.htm�.Alcatel has the advantage of size and vertical integration. Like Lucent, it manufacturers its own line of optical fiber. TeraLight, Alcatel’s non-zero dispersion shifted fiber (NZDSF), is being offered as a purpose-built solution for 10- and 40-Gbps networks.


� Dell 5224 Switch, higher education price. See � HYPERLINK "http://www.dell.com" ��www.dell.com� 


� � HYPERLINK "http://www.10gae.org" ��http://www.10gae.org� 


� � HYPERLINK "http://www.enterasys.com" ��http://www.enterasys.com� 


� � HYPERLINK "http://www.ind.alcatel.com/specs/index.cfm?cnt=8800" ��http://www.ind.alcatel.com/specs/index.cfm?cnt=8800�


� � HYPERLINK "http://www.avaya.com" ��http://www.avaya.com�


� � HYPERLINK "http://www.extremenetworks.com" ��http://www.extremenetworks.com�


� � HYPERLINK "http://www.foundrynet.com" ��http://www.foundrynet.com�


� � HYPERLINK "http://www.riverstonenet.com/products/index.shtml" ��http://www.riverstonenet.com/products/index.shtml�


� � HYPERLINK "http://www.force10networks.com" ��http://www.force10networks.com�


� � HYPERLINK "http://www.nwfusion.com/news/2002/0506infra.html" ��http://www.nwfusion.com/news/2002/0506infra.html�


� � HYPERLINK "http://www.idcresearch.com" ��IDC� is one of the world's leading provider of technology intelligence, industry analysis, market data, and strategic and tactical guidance to builders, providers, and users of information technology.


� Intel PRO/1000 XT costs approximately$  150.


� � HYPERLINK "http://www.ietf.org/html.charters/diffserv-charter.html" ��http://www.ietf.org/html.charters/diffserv-charter.html�


� � HYPERLINK "http://www.dante.net/geant/public-deliverables/GEA-01-032av2.pdf" ��http://www.dante.net/geant/public-deliverables/GEA-01-032av2.pdf�


� � HYPERLINK "http://qbone.internet2.edu/qbss/" ��http://qbone.internet2.edu/qbss/�


� � HYPERLINK "http://www.vrvs.org/" ��http://www.vrvs.org/�


� � HYPERLINK "http://www-fp.mcs.anl.gov/fl/accessgrid/" ��http://www-fp.mcs.anl.gov/fl/accessgrid/�


� Additive Increase/Multiple Decrease (AIMD) is the term describing the adjustment of the amount of data sent by TCP before each acknowledgement, in response to a packet loss. The amount of data is typically dropped to one-half immediately, then recovers slowly (additively).  


� � HYPERLINK "http://www-iepm.slac.stanford.edu/monitoring/load/" ��http://www-iepm.slac.stanford.edu/monitoring/load/�


� � HYPERLINK "http://pcbunn.cacr.caltech.edu/gae/3ware_raid_tests.htm" ��http://pcbunn.cacr.caltech.edu/gae/3ware_raid_tests.htm�


� � HYPERLINK "http://www.yottayotta.com/pages/news/press_04.htm" ��http://www.yottayotta.com/pages/news/press_04.htm�


� � HYPERLINK "http://www.nec-optical.com/faq/wdm.html" ��http://www.nec-optical.com/faq/wdm.html�


� Dynamic Packet Transport � HYPERLINK "http://www.cisco.com/en/US/tech/tk713/tk173/tech_protocol_family_home.html" ��http://www.cisco.com/en/US/tech/tk713/tk173/tech_protocol_family_home.html�


� Resilient Packet Rings � HYPERLINK "http://grouper.ieee.org/groups/802/17/" ��http://grouper.ieee.org/groups/802/17/�


� IP Security Protocol � HYPERLINK "http://www.ietf.org/html.charters/ipsec-charter.html" ��http://www.ietf.org/html.charters/ipsec-charter.html�


� ReSerVation Protocol � HYPERLINK "http://www.isi.edu/div7/rsvp/" ��http://www.isi.edu/div7/rsvp/�


� ICQ is one of many different Instant Message programs � HYPERLINK "http://web.icq.com/" ��http://web.icq.com/�


� Instant Message programs
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